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Abstract

When do International Financial Institutions (IFIs) translate normative commitments
into enforceable financial rules? This paper examines this question in the context of
gender equality by analyzing how Multilateral Development Banks (MDBs) incorporate
gender provisions into their lending agreements, a key instrument through which global
financial standards are operationalized. Despite widespread commitments to inclusive
and sustainable finance, gender clauses remain unevenly embedded across development
finance and vary substantially in their operational strength. I argue that this variation
reflects a broader distinction between policy adoption and policy design within interna-
tional financial governance. Drawing on a novel dataset of 4,900 World Bank, Asian De-
velopment Bank, and Inter-American Development Bank loan agreements (2000-2025),
I combine supervised machine-learning text classification with manual validation to
identify gender clauses and construct an ordinal measure of clause strength. The analysis
distinguishes between two stages of institutionalization: whether gender clauses are
adopted at all and how substantively they are specified once included. To explain
these outcomes, I test three mechanisms: (1) reputational pressure, (2) sectoral policy
repertoires, and (3) bureaucratic routinization, using fixed-effects and ordered-response
models. The results show that clause adoption is driven primarily by sectoral context,
with social-sector projects significantly more likely to include gender provisions. By
contrast, clause strength depends most on internal organizational procedures, such as
gender screening, validation, and monitoring systems, which increase the probability that
clauses take operationally binding forms by approximately 13 percentage points. These
findings suggest that while IFIs face strong incentives to signal alignment with inclusion
and sustainability norms, the translation of these commitments into enforceable financial
instruments depends on the institutionalization of internal governance mechanisms. The
paper contributes to research on international financial governance by demonstrating
how symbolic alignment and substantive implementation diverge within development
finance. More broadly, the paper offers policy-relevant insights for international financial
centers, regulators, and financial institutions seeking to advance inclusive finance. It
shows that integrating social objectives into financial systems requires more than high-
level commitments; it depends on the procedural mechanisms that embed these goals
into lending practices and financial decision-making.
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1 Introduction

Gender equality is widely recognized as a core objective of global governance, yet the
translation of such commitments into formal policy instruments remains uneven. Persistent
gender gaps continue to impose significant social and economic costs, limiting growth and
reinforcing inequality. Despite sustained advocacy, progress remains slow. As of 2024, only
15 percent of gender-related Sustainable Development Goal (SDG) indicators are on track,



with fiscal pressures threatening further backsliding (Sutherland & Erdenebal 2024). This
gap between commitment and implementation raises a central question in global financial
governance: under what conditions do International Financial Institutions (IFIs) translate
normative commitments into enforceable financial rules?

This question is particularly salient in development finance. Multilateral Development
Banks, including the World Bank, the Asian Development Bank (ADB), and the Inter-
American Development Bank (IDB), increasingly embed gender equality within their lending
operations. These commitments are most concretely expressed in loan agreements, which
incorporate provisions such as Gender Action Plans (GAPs), gender-responsive budgeting,
and monitoring requirements. As contractual instruments, loan agreements represent a key
site where global financial norms are translated into operational rules.

Yet gender provisions remain unevenly embedded and vary substantially in their oper-
ational strength. Some agreements include only aspirational language, while others impose
specific, monitorable, and sometimes binding requirements. This variation reflects differences
not only in whether gender commitments are adopted, but in how they are designed. The
paper therefore distinguishes between two stages of institutionalization: the adoption of
gender clauses and their substantive strength once included. The central research question is:
under what conditions do MDBs adopt gender clauses, and what determines their strength?

I argue that this variation reflects a distinction between visible policy alignment and
the institutionalization of enforceable financial rules. Periods of heightened gender-policy
attention create reputational incentives for MDBs to demonstrate alignment, increasing
clause adoption. However, clause strength depends primarily on sectoral context and in-
ternal bureaucratic processes. Where gender integration is routinized through procedures
such as screening, validation, and monitoring, clauses are more likely to take operationally
meaningful and binding forms.

The paper builds on existing research on gender and IFIs (e.g., Detraz & Peksen 2016;
Forster et al. 2019; Kentikelenis 2017; Heinzel et al. 2024; Bazbauers 2023; Kern et al. 2024)
and contributes the first systematic cross-bank analysis of variation in both adoption and
clause strength in MDB lending. More broadly, it shows how external normative pressures
generate visible commitments, while internal organizational processes determine whether
these commitments are translated into enforceable financial rules.

Empirically, the study analyzes 4,900 loan agreements issued by the World Bank, ADB,
and IDB between 2000 and 2025. Using supervised machine-learning text classification with
manual validation, it identifies gender clauses and codes their strength on an ordinal scale.
The empirical strategy distinguishes between the determinants of clause adoption and clause
strength, using fixed-effects and ordered-response models.

The findings show that clause adoption is driven primarily by sectoral context, while
clause strength depends on internal procedural mechanisms that increase the likelihood
of binding commitments. These results suggest that while IFIs face incentives to signal
alignment with inclusion and sustainability norms, the translation of these commitments into
enforceable financial instruments depends on the institutionalization of internal governance
processes.

More broadly, the paper offers policy-relevant insights for international financial centers,
regulators, and financial institutions seeking to advance inclusive finance. It shows that
integrating social objectives into financial systems requires not only high-level commitments,
but also the procedural mechanisms that embed these goals into lending and financial
decision-making.



2 Conceptualizing Gender Clauses in MDB Lending

In this study, gender-responsive clauses are explicit provisions in MDB loan agreements that
assign gender-related requirements, targets, or procedural obligations to borrowers or project
implementers. Unlike high-level strategies or corporate policy statements, these provisions
appear in project-level legal and operational documents, marking the point at which orga-
nizational commitments to gender equality are translated into the instruments governing
lending relationships. In IFI terms, they are consequential because they embed gender
commitments within the operational rules, monitoring processes, and incentive structures of
development finance rather than in aspirational language. As scholarship on 10s suggests,
such provisions are not merely administrative details; they are sites where global norms
may be translated, diluted, or made enforceable through bureaucratic practice (Finnemore
& Sikkink 1998; Weaver 2010).

Gender clauses vary not only in whether they appear, but in how strongly they commit
actors to action. The key conceptual dimension is enforceability: some provisions signal
consideration of gender, while others specify actions, indicators, reporting requirements, or
contractual consequences. This distinction is critical in the MDB context, where formal
inclusion may be necessary but is not sufficient for policy impact (True 2010; Heinzel et al.
2024). Clauses embedded in results frameworks, policy matrices, disbursement conditions,
or contractual arrangements are more likely to shape project design and incentives than
those confined to preparatory documentation. At the same time, gender commitments often
coexist with macroeconomic conditionalities or competing priorities that can weaken their
distributive force (Kentikelenis et al. 2016; Forster et al. 2019).

To capture this variation, the paper distinguishes between clause type and clause strength.
Clause type refers to the form of a provision, such as a GAP, gender tag, gender-responsive
budgeting requirement, gender impact assessment, or contractual gender KPI. Clause strength
refers to how demanding and operationally consequential the provision is. Although some
types tend to be associated with weaker or stronger commitments, there is no one-to-one
mapping between type and strength. For example, gender tags are typically weaker because
they impose minimal obligations, whereas contractual KPIs in Public-Private Partnerships
(PPPs) are stronger because they link performance to monitoring or payment incentives.
Other types, such as GAPs or gender-responsive budgeting provisions, fall in between, with
enforceability depending on their placement and linkage to monitoring or disbursement.
Clause types thus capture the form of incorporation, while the strength scale captures the
degree of obligation, specificity, and enforceability.

This distinction is central to the empirical analysis. The question is not only whether
particular clause types appear, but whether MDB loan agreements vary systematically in
the strength of gender commitments. Table 1 provides a descriptive overview of the main
clause types across World Bank, ADB, and IDB lending, including their typical requirements,
locations, and levels of enforceability. It is not a coding rubric, but a map of how gender
commitments enter loan agreements. Since clause types do not map perfectly onto strength
categories, the analysis codes clause strength separately using a four-point ordinal scale:
absent (0), weak or aspirational (1), moderate and operational (2), and strong and binding
(3).

A central empirical puzzle motivating the paper is that MDBs have converged rhetorically
around gender equality as a cross-cutting objective, yet the translation of that commitment
into lending rules remains highly uneven across banks, sectors, and time. Some agreements
contain only symbolic or discretionary gender language, while others embed monitorable
obligations, implementation requirements, or contractual consequences. The analysis that



Table 1: Summary of MDB Gender Clause Types

Clause Type What it Requires Where it Appears in the Typical
Loan Enforceability
Gender Action Meet specific numerical or procedu- Annexed results framework of  Moderate — targets
Plan (GAP) ral gender targets (e.g., percent of an investment project. tracked, but auditing
women trained, SME contracts). uneven.
Gender Tag Classifies the operation as addressing  Portfolio label at appraisal. Low — tracking only;
a gender gap. no borrower obliga-
tion.
Gender-Responsive Integrate gender analysis into na- Policy condition or prior ac- Varies — often
Budgeting tional budget processes. tion in program loans. advisory; sometimes

Gender Impact As-
sessment

Contractual
Gender KPIs for
PPPs

Conduct ex-ante study of differential
effects for women and men and
incorporate into design.

Hit KPI targets (e.g., percent of
female hires, women-owned SME
procurement).

Preparation requirement, re-
visited at mid-term.

Written into PPP contract
or results-based financing ma-
trix.

tranche-linked.

Soft — deliverable re-
quired; recommenda-
tions discretionary.
High — payments or
profit-share hinge on
KPI achievement.

follows therefore moves from this conceptual distinction between clause type and clause
strength to a systematic operationalization of gender-clause adoption and strength across
MDB loan agreements.

3 Theoretical Framework

3.1 Competing Explanations for Gender Clause Adoption

Why do MDBs embed gender-responsive clauses in lending agreements? Existing research
offers competing answers but does not clearly predict systematic clause adoption in oper-
ational loan texts. In particular, scholarship on member-state preferences, delegation, and
10O governance suggests several reasons why donor pressure may not translate into binding
gender provisions.

Principal-agent accounts emphasize that MDB policies reflect bargaining among hetero-
geneous member states with divergent preferences, filtered through delegation and informa-
tional asymmetries (Lake & McCubbins 2006; Schirm 2016). From this perspective, outcomes
should converge on lowest-common-denominator policies, especially on contested issues such
as gender equality. Although dominant shareholders, particularly the United States, can
influence MDB priorities (Babb 2009; Clark & Dolan 2021), this influence is typically indirect,
shaping strategic orientation rather than the detailed language of loan agreements (Clark &
Dolan 2021: 36). If member-state preferences dominate, gender commitments should appear
primarily in high-level strategies rather than in binding lending provisions.

Constructivist accounts similarly complicate expectations. While repeated interaction
within IOs can foster socialization and preference convergence (Johnston 2001; Checkel 1999;
2005), this process often produces behavioral conformity rather than deep internalization. As
a result, apparent convergence may reflect strategic compliance, increasing symbolic gender
language while limiting incentives to adopt binding obligations that could generate resistance.

Rationalist political economy perspectives further suggest that powerful states use MDBs
instrumentally to advance strategic objectives, relying on selective enforcement and issue
linkage rather than uniform policy design (Drezner 2008; Dreher et al. 2022). Under



this logic, gender clauses should appear only where they align with strategic interests, not
systematically in response to global normative pressures.

Against these expectations, this study argues that gender clause adoption reflects a
reputational equilibrium. Donor-normative pressure raises the audience costs of omission,
creating incentives for MDBs to signal alignment with gender norms. When gender equality is
prioritized by influential states, peer institutions, and transnational audiences, visible main-
streaming becomes a low-cost signal of legitimacy, even in technocratic lending instruments.
This mechanism predicts clause adoption regardless of underlying preference alignment, even
when stronger commitments remain politically or administratively costly.

Within this framework, sectoral repertoires (H2) and bureaucratic routinization (H3)
serve as transmission mechanisms. Sectoral context shapes where gender provisions can
be operationalized, while internal procedures determine whether external pressure produces
symbolic language or enforceable commitments. By reframing member-state influence as
shaping the audience environment rather than directly determining contract design, the
theory generates clear, testable expectations about when global norms are translated into
lending rules. Reputational equilibrium thus reflects a stable institutional response to exter-
nal scrutiny. Since MDBs depend on donor support, capital markets, and peer recognition,
they face incentives to align lending practices with widely endorsed norms. As attention to
gender equality increases, omitting gender provisions becomes costly, making their inclusion
a low-cost signal of responsiveness. However, whether these provisions become specific,
monitorable, or enforceable depends on internal procedures. Where gender integration is
routinized through screening, review, and monitoring systems, reputational pressure is more
likely to produce operational rather than symbolic commitments.

3.2 Donor-Normative Pressures and Reputational Incentives

MDBs operate within dense networks of donor expectations and global policy norms that
generate reputational pressures to demonstrate alignment with gender equality objectives.
Their financial and normative authority enables them to shape borrowing countries’ policy
agendas, yet it simultaneously subjects them to the scrutiny of powerful shareholders, 10s,
and civil society actors who monitor compliance with global commitments such as the SDGs.
Under these conditions, adopting gender-responsive clauses serves not only a programmatic
function but also a symbolic one: it signals adherence to international norms and respon-
siveness to external constituencies.

Babb (2009) documents how the U.S. has historically leveraged its position as a dominant
shareholder to influence the policy orientation and lending practices of regional development
banks, illustrating how shareholder priorities cascade through MDB governance structures.
These external pressures can reinforce the diffusion of gender-related standards but also
create tensions when normative compliance collides with economic conditionalities. Sup-
posedly “gender-neutral reforms”, such as fiscal austerity and privatization mandates, may
simultaneously constrain domestic policy space and undermine gender-sensitive spending
priorities (Mosley 1987; Kentikelenis et al. 2016). This contradiction underscores how
reputational incentives can promote the adoption of gender clauses at the design stage
without ensuring their substantive realization.

Normative and competitive pressures further amplify the reputational stakes of visible
gender mainstreaming. MDBs compete for donor funding, policy influence, and legitimacy in
a crowded global governance landscape, incentivizing symbolic inclusion of gender language
even when institutional commitment is partial. Berik (2017) argues that gender mainstream-
ing within the World Bank has often functioned strategically, serving to justify continued



leadership in global development discourse rather than signaling ideological transformation.
The World Bank’s benchmark-setting role was exemplified by its 2012 WDR on Gender
Equality and Development, which catalyzed parallel strategies across other MDBs, including
the ADB’s Gender Equality Operational Plan (2013-2020) and the IDB’s Gender Action
Plan for Operations (2014-2016) (World Bank 2012a; ADB 2013; IDB 2013). These dif-
fusion effects illustrate how reputational imperatives shape policy convergence, as banks
emulate visible normative commitments to reinforce credibility among donors and investors
(Humphrey 2016).

At the same time, reputational competition can encourage performative compliance.
MDBs may adopt gender clauses to maintain access to capital markets or to bolster their
public image as progressive, norm-responsive institutions, even when these inclusions remain
weakly enforced. Heinzel et al. (2024) show that such symbolic alignment often extends
to borrower governments, which mirror institutional expectations while selectively adapting
them to domestic political constraints. In this sense, gender clause adoption can be read as
a reputational strategy within broader legitimacy-seeking behavior in international financial
governance, an act of norm signaling rather than one of deep structural reform. These
reputational incentives primarily affect the visibility of gender commitments. Periods of
heightened gender-policy attention may therefore increase references to gender equality in
lending documents without necessarily producing stronger or more enforceable provisions
embedded in loan agreements.

3.3 Issue-Sector Fit, Scope Conditions, and Repertoires

Currently, norms like gender equality and women’s empowerment appear to be unquestioned
aims for international development agencies (Bedford 2007: 384). However, gender equality
is a highly contested concept, as its two components: ‘gender’ and ‘equality’ are subject to
varying interpretations across national and cultural contexts (Verloo 2009). This has made
the diffusion and emulation of these policy norms a site of ongoing debate, contestation,
and dissent (Kardam 2004). Early efforts to implement gender mainstreaming within 1Os,
particularly the World Bank and the International Labour Organization (ILO) highlight how
these norms have been integrated into development agendas, albeit often in ways that align
with neoliberal priorities rather than transformative equality (Miller & Razavi 1995).

Normative pressure flows bidirectionally, shaping not only MDBs but also recipient
countries. While MDBs leverage coercion, particularly in the form of conditionalities, and
emulation, such as using standardized gender tools, to promote gender mainstreaming, their
GAPs often provide only recommendations, leaving interpretation and execution to regional
and national actors (Ferguson & Harmon 2015). While these organizations can incentivize
compliance through additional financing or by rewarding good practices, the success of these
strategies depends on the willingness and capacity of both public sector actors managing
projects and private sector financiers. For instance, in the World Bank’s regional action
plans for infrastructure, only the Latin America and Caribbean region explicitly include
gender in its ‘Core Engagement’ section (World Bank 2012c: 65). At the time, other regions,
such as Europe and Central Asia, the Middle East and North Africa, South Asia, and Sub-
Saharan Africa, failed to integrate gender into their action plans (ibid.). This highlights how
policy diffusion flows both to and from MDBs, with implications for the uneven adoption of
gender-based policies. The intra-Bank pattern here suggests that where sectoral repertoires
and incentives are aligned, adoption rises; where they are not, diffusion yields thinner or
absent clauses.

This pattern directly motivates H2. In social-sector operations, including health, ed-



ucation, and social protection, project design routinely incorporates household surveys,
beneficiary targeting, service-access indicators, and community engagement requirements
that make gender-differentiated outcomes visible at the outset. As a result, gender provi-
sions often take concrete forms such as sex-disaggregated indicators, participation quotas,
caregiver support measures, or safeguards addressing gender-based violence. Since these
sectors already rely on monitoring tools that track distributional effects, staff face fewer
conceptual and operational barriers to specifying gender requirements.

In contrast, infrastructure and fiscal operations, such as transport, energy, water, and
public financial management, rely on engineering and macro-fiscal metrics where gender
impacts are less directly captured. In these contexts, gender provisions are more likely to
take descriptive or classificatory forms rather than enforceable targets. This contrast reduces
ambiguity in social sectors while leaving greater discretion in infrastructure, lowering the
likelihood that provisions become specific, monitorable, or binding. Thus, where sectoral
repertoires provide established tools for measuring distributional outcomes, gender clauses
are more frequent and substantively stronger, consistent with H2. More broadly, sectoral
knowledge infrastructures shape whether gender is treated as a measurable output or an
ancillary design feature.

3.4 Internal Bureaucratic Representation and Monitoring within MDBs

Internal bureaucratic representation could explain the adoption of gender clauses in MDBs
by highlighting the role of gender advocates within these institutions. When women or
gender-focused experts hold influential positions, they can push for the integration of gender
perspectives into policies and projects, ensuring that gender equality becomes a priority. This
internal advocacy aligns with global norms and enhances the legitimacy of MDBs, while also
addressing donor expectations and reputational concerns.

True (2010) claims that gender mainstreaming serves as both a radical and conservative
strategy, appealing to activist bureaucrats seeking transformative policy outcomes and career
bureaucrats aiming to address gaps without disrupting existing norms or standard operating
procedures (195). Bebbington et al. (2007) illustrate how internal advocates of social
development concepts at the World Bank engage in strategic battles over ideas and resources,
often through informal “water cooler discussions”. These advocates strategically frame their
ideas to align with the interests of donors, borrowers, and the Bank’s influential economists,
gaining social recognition and integrating social development into policies and practices.
While policies can spread without a specific model, experts often draw on the experiences
of leading examples (Strang & Macy 2001). However, according to Cormier and Manger
(2022), what economists research often has little to do with what the World Bank puts
into its programs, thereby highlighting the potential limitations of internal bureaucratic
representation among MDBs and making the empirical outcome of this study less obvious.

Drawing on tactics like framing, shaming, and leverage, similar to those in the norms
literature (Keck & Sikkink 1998), World Bank bureaucrats have secured allies and mobilized
resources, albeit within the constraints imposed by the Bank’s external relationships and
internal power structures (Weaver 2010: 71). For H3, these tactics are most effective
when institutionalized in procedural chokepoints, screening notes, management reviews,
coding/marker systems, so that inclusion is path-dependent rather than discretionary.

After 1995, gender issues gained prominence at the World Bank, with President Wolfen-
sohn seen as a key driver of change (O’Brien et al. 2000: 53). Under his leadership, the
Bank’s delegation attended the 1995 UN Fourth World Conference on Women, and by 2001,
nearly 40% of projects incorporated gender considerations (Long 2003: 7). Scholars argue



that these internal gender efforts have relied on motivated staff advocating from within, often
framing women’s advancement as aligning with the Bank’s economic development mandate
and technocratic culture (Miller & Razavi 1998: 2; O’Brien et al., 2000: 47). This has
led to the Bank’s longstanding emphasis on efficiency-based arguments, such as how gender
equity boosts productivity and growth, reflecting its focus on economic outcomes (O’Brien
et al. 2000: 45). Leadership shocks can open windows, but H3 predicts durability only when
those windows translate into standing templates and mandatory checks that “lock in” clause
language.

A key tactic in the World Bank’s gender mainstreaming efforts is accountability politics.
Since 2000, gender advocates, including internal evaluation units, have rigorously tracked
progress to ensure policy changes translate into behavioral shifts (Weaver 2010). Despite
widespread awareness of gender policies, a 2005 survey revealed only 42% of staff had read
the policy, and just 52% addressed gender in their work (Weaver 2010: 75-76). This gap
between policy and practice prompted advocates to strengthen accountability through de-
tailed monitoring and reporting on compliance with gender policies, country gender analyses,
staff training, and the integration of gender into key documents like Economic and Sector
Work (ESW), Country Assistance Strategies (CAS), Public Expenditure Reviews (PERs)
and Poverty Reduction Strategy Papers (PRSPs) (Weaver 2010: 82), precisely the kind of
review gates and routines that H3 expects to raise adoption rates by making gender checks
a binding step in the project cycle. In this sense, internal procedures determine whether
reputational pressures translate into operational commitments or remain primarily symbolic
references within project documentation.

This trend has also extended to the regional MDB cases. For example, even before
the COVID-19 pandemic, the ADB was advancing toward its gender targets, meeting or
exceeding goals for gender mainstreaming in operations from 2017 to 2019 and progressing
toward gender equality results in completed projects (ADB 2020). According to McGill
(2024), this success stemmed from the dedicated efforts of ADB gender specialists, who
collaborated with project teams and governments to conduct gender analyses and design
GAPs across sectors (243). National gender specialists in country offices also played a
key role by monitoring and supporting GAP implementation (ibid.). Additionally, the
integration of gender targets into the ADB’s long-term strategies, beginning with Strategy
2020, encouraged project teams to prioritize gender mainstreaming in their work (ibid.).

Overall, internal bureaucratic representation plays a critical role in driving the adoption
of gender-based policies in MDBs. Gender advocates within these institutions, often holding
influential positions, push for the integration of gender perspectives, aligning with global
norms and enhancing legitimacy. Tactics such as framing, accountability politics, and lever-
aging efficiency-based arguments are used to embed gender considerations into policies and
projects. However, progress towards implementation may be constrained by gaps between
policy and practice, as well as institutional resistance.

Taken together, the framework identifies three mechanisms through which external gender
norms are translated into MDB lending rules. First, reputational pressures from donors, peer
institutions, and international audiences increase the likelihood that gender provisions ap-
pear, while their strength depends more on sectoral context and internal procedures. Second,
sectoral policy repertoires shape where gender provisions can be most easily operationalized,
as some sectors provide established tools and indicators. Third, the institutionalization of
internal gender procedures determines whether commitments remain symbolic or become
operational requirements in lending contracts. These mechanisms generate testable expec-
tations about when gender clauses are adopted and how strong they are once included.



Hypotheses

H1 (Reputational Pressure). Periods of heightened reputational pressure,
particularly following the adoption of formal gender strategies within MDBs,
increase the likelihood that lending agreements include gender clauses.

H2 (Sectoral Repertoires). Gender clauses are more likely to be included and
more substantively developed in sectors with established gender-policy reper-
toires, particularly social-sector operations.

H3 (Bureaucratic Routinization). Conditional on inclusion, gender clauses
are more likely to be operationally strong where internal procedures routinize
gender integration in project design.

4 Case Selection and Comparative Leverage

This study focuses on three MDBs: the World Bank, the ADB, and the IDB. These in-
stitutions are well suited to evaluating when gender-equality commitments are translated
into enforceable lending provisions for three reasons: substantive relevance, institutional
comparability, and analytically useful variation.

First, all three are central actors in global development finance and major producers of
gender policy norms. Together, they account for a substantial share of multilateral lending
to low- and middle-income countries and have each adopted formal gender strategies and
operational targets. Their loan agreements therefore provide a key site where global gender
norms may be translated into contractual policy tools.

Second, the cases enable a meaningful comparison between a global development bank and
regional development banks. The World Bank serves as a benchmark institution within the
international development architecture, while the ADB and IDB operate within regionally
bounded but overlapping donor and reputational networks. This configuration allows for
analysis of whether periods of heightened reputational pressure produce similar shifts in
gender clause adoption across different institutional contexts.

Third, while these MDBs share broadly similar lending architectures, they vary along key
dimensions relevant to this study, including the timing and scope of gender policy adoption,
the institutionalization of gender screening and monitoring processes, and the extent of sec-
toral integration. This combination of shared structure and internal heterogeneity provides
strong leverage for testing hypotheses related to reputational pressure, sectoral repertoires,
and bureaucratic routinization.

This comparative design also addresses a gap in the 1O literature. While prior work has
examined IO behavior in areas such as human rights and environmental governance (Fujita
2013; Ghazi 2021; Zhu 2023; Gallagher & Yuan 2017; Apolindrio & Jukemura 2022), fewer
studies systematically compare how MDBs incorporate and enforce gender-responsive clauses
across institutions. Existing research often focuses on single organizations or treats gender
mainstreaming as uniform, leaving variation across MDBs underexplored.

Finally, the analysis excludes other IFIs, such as the IMF, and newer development
banks, including the NDB and AIIB, because differences in institutional design, lending
instruments, and transparency complicate direct comparison. The selected cases therefore
balance external relevance with internal validity, allowing the study to isolate organizational
drivers of gender clause adoption while situating the findings within broader debates on norm
diffusion and institutional design.



5 MDBs and Gender: Framing, Design, and Enforcement

The World Bank, ADB, and IDB each position gender equality as a central component of
their development mandates, but they differ in how gender provisions are framed, designed,
and embedded in lending operations. The World Bank, as a leading IFI, plays a particularly
influential role in shaping how gender provisions are incorporated into loan design (World
Bank 2012b).

Early intellectual influences, especially Boserup (1970), led the World Bank to adopt a
“Women in Development” (WID) approach that treated gender as an instrument for market
participation rather than a transformative objective (Priigl 2017; Sparr 1994; Elson 1993).
Subsequent initiatives, including Gender and Development (1994) and Gender Equality as
Smart Economics (2006), expanded the use of gender language but continued to emphasize
efficiency (World Bank 1994; World Bank 2006). Despite this shift, gender provisions
rarely carried enforceable weight, as disbursements were seldom tied to gender outcomes
and compliance mechanisms remained weak.

The 2012 World Development Report acknowledged structural barriers such as discrim-
inatory laws and unpaid care work but retained a largely instrumental framing (Roberts &
Soederberg 2012). The current Gender Strategy 2024-2030 further expands commitments
to gender equality (World Bank 2023), yet binding provisions remain uneven and concerns
persist regarding transparency and accountability (Bazbauers 2023; Farley & Paxton 2024).
These developments reflect a cumulative process in which gender provisions have become
more visible over time but remain uneven in precision and enforceability.

The ADB and IDB follow similar trajectories while adapting gender frameworks to
their institutional contexts. The ADB evolved from a WID approach to a Gender and
Development framework and now emphasizes targets and reporting through Strategy 2030
(ADB 2019; McGill 2024). The IDB similarly strengthened its gender policies through
successive operational strategies and action plans, expanding the use of gender-related results
and investments (IDB 2010; 2013; 2022; Hennessey 2014). More recent strategies across
MDBs converge on empowerment and data-driven monitoring but differ in implementation.

These differences are reflected in three dimensions of gender clause design. First, target
specificity varies, with the ADB more frequently using ex-ante numerical thresholds, while
the World Bank relies more on descriptive tagging. Second, financing modalities shape how
gender commitments enter loan contracts, with the IDB more consistently embedding gender
indicators in results-based lending frameworks. Third, verification mechanisms differ, as the
ADB and IDB employ monitoring systems and scorecards, while the World Bank relies
more on aggregate reporting. Together, these differences produce variation in the precision,
visibility, and enforceability of gender clauses across MDB lending (ADB 2019; IDB 2022;
World Bank 2023).

Building on these institutional contrasts, this study examines how internal accountability
mechanisms, sectoral contexts, and reputational pressures shape the adoption and design of
gender clauses in MDB loan agreements. It treats rhetorical convergence across institutions
as insufficient evidence of policy alignment and instead focuses on the conditions under which
gender commitments are translated into enforceable contractual provisions.
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6 Methodology

6.1 Data

The analysis draws on a systematically compiled corpus of 4,900 loan agreements issued
between 2000 and 2025 by three major MDBs: the World Bank, the ADB, and the IDB.
The corpus comprises 2,492 agreements from the World Bank, 1,826 from the ADB, and 582
from the IDB. Documents were retrieved from publicly accessible repositories, including the
World Bank Documents and Reports database, the ADB Projects and Tenders platform,
and the IDB Access to Information (ATI) portal. All materials were converted to plain-text
format to facilitate computational text analysis.

6.2 Stage 1: Supervised Machine Learning Approach

Detection and classification of gender clauses proceeded in two stages. First, a random
sample of approximately 20% of loan agreements was manually coded for the presence (1) or
absence (0) of a gender clause. A document was coded as containing a clause if it included
explicit, actionable references to gender equality, women, or girls within operational design,
safeguards, or implementation conditions. Examples include commitments to implement a
GAP, collect gender-disaggregated indicators, integrate gender into monitoring or budgeting
frameworks, or meet gender-related performance targets. Documents with no gender ref-
erences or only rhetorical mentions without enforceable measures were coded as no clause
(0).

This binary classification served as training data for a supervised machine-learning model
applied to the full corpus. A Bag-of-Words (BoW) Random Forest (RF) classifier was trained
on a 20 percent manually coded sample to predict clause presence. The BoW approach rep-
resents documents as token-frequency vectors and applies standard preprocessing, including
lowercasing, punctuation removal, and stopword filtering (Wilkerson & Casas 2017; Denny
& Spirling 2018; Grimmer 2010; Yano et al. 2012). Model performance was optimized using
five-fold cross-validation and threshold tuning, prioritizing recall to minimize false negatives.
Appendix A reports validation results, including precision, recall, F1 scores, and ROC/PR
curves, and provides additional diagnostics on predicted prevalence. Predicted positives were
manually spot-checked to guard against systematic misclassification (Grimmer & Stewart
2013).

6.3 Stage 2: Manual Review of Gender Clause Strength

In the second stage, all agreements classified by the BoW-RF model were manually reviewed
to verify classification accuracy and to correct any remaining misclassifications. Importantly,
the manual validation stage resulted in relatively few revisions to the model’s original
classifications. Of 4,900 agreements reviewed, only 460 cases (9.4%) required recoding
following manual inspection. The limited scope of these adjustments indicates a high level
of agreement between the supervised model and the human coder and suggests that manual
intervention served primarily to refine edge cases rather than to substantively alter the
model’s overall classification patterns.

Documents identified as containing a gender clause were then manually assigned a clause
strength score on a four-point ordinal scale (0-3) using an Adoption Clause Strength Coding
Rubric. Clauses were coded as: 0 = No Clause; 1 = Weak/Aspirational; 2 = Moder-
ate/Operational (specific actions or requirements but no target-setting or monitoring mech-
anisms in place); and 3 = Strong/Binding (specific targets/monitoring for enforceable provi-
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sions or clauses tied to disbursement or compliance mechanisms). This second-level coding
captures meaningful variation in the institutional strength of gender commitments across
MDB agreements and provides the dependent variable for subsequent analyses of both clause
adoption and clause design strength.

6.4 Stage 3: Hypothesis Testing

Following text classification and manual coding, the analysis tests three hypotheses on
the determinants of clause adoption and strength across MDBs. The empirical strategy
distinguishes between two outcomes: whether a gender clause is adopted and, conditional
on adoption, whether it is more substantive. This distinction reflects the 0-3 coding scheme,
which captures both clause presence and variation in strength, as these processes may
have different determinants. To operationalize this, I estimate models using document-
level predictors from the coded corpus. For the adoption stage, three dependent variables
are defined: g¢gc_any;, which equals 1 if any gender clause is present and 0 otherwise;
gc__substantive;, which equals 1 if a clause reaches level 2 or 3 and 0 otherwise; and
gc__strong;, which equals 1 only for the strongest category (level 3).

I include macro-level controls to account for borrower-country characteristics that may
shape both the perceived need for gender interventions and the political environment in which
MDB lending occurs. Specifically, the models include Female Labor Force Participation
(FLFP) from the World Bank World Development Indicators (2025) (FLEFP;;—1) as a
proxy for baseline gender inequality and the V-Dem Dataset v15 liberal democracy index
(LIBDEM; ;1) to capture regime type (Coppedge et al. 2025). Both control variables are
lagged by one period to mitigate concerns about simultaneity and to ensure that country
characteristics temporally precede loan agreement approval. Countries with lower FLFP
may be more likely to receive gender-focused provisions due to greater development need,
while more democratic regimes may be more receptive to incorporating rights-based or
participatory policy language.

The baseline adoption models are estimated as fixed-effects logits of the following form:

Pr(Y; = 1) = logit ™" (ﬁlPOST_POLICY_BANKi + B.SOCIAL_SECTOR;
+ ﬁgFLFPi,tfl + ﬂ4LIBDEMZ‘,t71 (1)
+ ap) + %(i))

where Y; is alternately gc__any;, gc_substantive;, or gc_strong;. The terms oy ;) denote
bank fixed effects and 7,(;) denote year fixed effects. Standard errors are clustered at the
borrower level to account for dependence across agreements involving the same recipient
country. Since reputational timing and sectoral context are not mutually exclusive mecha-
nisms, estimating them together provides a more conservative test of whether each retains
explanatory power once the other is held constant.

The first hypothesis (H1: Reputational Pressure) tests whether gender clause adoption
increases following institutional policy milestones. The variable POST POLICY BANK
equals 1 for agreements approved in or after the year in which each MDB adopted the
relevant gender strategy (World Bank: 2012; ADB: 2019; IDB: 2022), and 0 otherwise. These
milestones formalize gender commitments and increase reputational incentives for alignment
in lending. Since the models include year fixed effects, identification relies on within-period
variation across banks, isolating institution-specific policy timing from broader global trends,
such as the SDGs, whose effects are absorbed by year fixed effects.
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The second hypothesis (H2: Sectoral Repertoires) examines whether clause adoption
varies across sectors. The variable SOCIAL_SECTOR equals 1 for operations in social
sectors, including health, education, and social protection, and 0 for infrastructure-intensive
sectors such as transport, energy, water, and finance. Sector classifications are harmonized
across MDBs. Since gender considerations are more embedded in social policy domains,
these projects are expected to be more likely to include gender clauses and potentially more
substantive provisions.

The third hypothesis (H3: Internal Processes) evaluates whether bureaucratic routiniza-
tion is associated with stronger clause design. The variable PROC__mention equals 1 if the
agreement text references an internal gender process, specialist, or procedural instrument,
and 0 otherwise. Since such references appear only in agreements with gender language,
PROC _mention is analyzed within the subset where gc_any_ i = 1, focusing on variation
in clause strength rather than clause presence.

For this conditional sample, I estimate a logit model in which the dependent variable
strong_vs_weak; equals 1 if a clause is coded as level 2 or 3 and 0 if it is coded as level 1:

Pr(strong_vs_weak; = 1) = logit—* (ﬁlpROcimentioni

+ B,POST POLICY BANK,
+ B3SOCIAL SECTOR,

+ B4 LFP; 4 1

+ BsLIBDEM;,_;

+ Q) + %(i))

To preserve the ordinal structure of the clause-strength measure, I also estimate an
ordered probit model among agreements with a clause, restricting the dependent variable to
the ordered categories 1,2,3. The latent-variable formulation is:

yi = XiB+ o) + e i, g~ N(0,1) (3)

where the observed outcome corresponds to gc_strengthl123; € {1,2,3}. This model
serves as a robustness check for the binary strength specification by preserving the rank
ordering of weaker to stronger clauses while avoiding the conceptual conflation of non-
adoption with clause intensity.

To assess the robustness of the results, I estimate alternative specifications using linear
probability models, two-way clustered standard errors by borrower and year, and bootstrap
procedures for the ordered models. I also estimate supplementary mixed-effects models with
borrower- and bank-level random intercepts to evaluate whether the observed patterns persist
once cross-country heterogeneity is explicitly modeled. Lastly, I estimate descriptive event-
study models centered on each bank’s policy milestone. These models visualize whether
clause adoption shifts around formal institutional reform dates and distinguish between
changes in the adoption of any clause, substantive clauses, and the strongest clauses. They
are treated as descriptive and supplementary rather than as the primary source of identifi-
cation.

Taken together, this empirical strategy treats adoption and clause strength as related but
analytically distinct stages of institutionalization. Reputational timing and sectoral exposure
are evaluated as determinants of clause adoption, while internal procedural routinization is
examined as a mechanism shaping the substantive design of clauses once they appear. This
staged approach provides the empirical foundation for the results presented in the next
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section.

7 Results

7.1 Descriptive Patterns of Gender Clause Adoption and Strength

Across the 4,900 MDB loan agreements, gender clauses are common but vary substantially
in strength. The 0-3 distribution shows a mix of non-adoption, weak symbolic references,
and fewer operational or binding provisions, rather than uniformly strong mainstreaming.
This pattern motivates the staged empirical strategy. Periods of heightened gender-policy
attention may increase the visibility of gender language without strengthening its operational
content, so treating the full 0-3 scale as a single outcome risks conflating two distinct
processes: clause adoption and clause strength.

The analysis therefore separates these margins. 1 first examine the determinants of
clause adoption, distinguishing between any clause, substantive clauses, and the strongest
category. I then analyze clause strength conditional on adoption, focusing on the extent to
which commitments are operationalized through specific and enforceable provisions. This
distinction is central in the MDB context, where symbolic alignment is relatively easy to
signal, but stronger contractual incorporation requires deeper institutionalization.

7.2 Clause Adoption: Reputational Timing and Sectoral Context

Table 2 examines the determinants of whether MDB loan agreements include gender-responsive
clauses. The models estimate the likelihood of three distinct adoption thresholds: the
inclusion of any gender clause, the adoption of substantive clauses (levels > 2), and the
adoption of the strongest clause category (level 3). All specifications include bank and year
fixed effects, with standard errors clustered by borrower. These models allow the analysis to
distinguish between broad clause diffusion and the narrower adoption of more operationally
meaningful provisions.

Table 2: Determinants of Gender Clause Adoption

H1 + H2: Any Clause HI1 + H2: Substantive Clause (>2) HI1 + H2: Strong Clause (=3)

Post-Policy (Bank) -0.728%** -0.691%** 0.043
(0.188) (0.196) (0.233)
Social Sector 0.485%** 0.418%** 0.424%*
(0.103) (0.108) (0.159)
Female Labor Force Participation (lag) -0.017* -0.014* -0.024%%*
(0.008) (0.007) (0.007)
Liberal Democracy (V-Dem, lag) 0.417 0.035 -0.339
(0.536) (0.515) (0.379)
N 4217 4217 4006
Pseudo R? 0.247 0.210 0.266
Pseudo Adjusted R? 0.236 0.198 0.246

Note: Logit estimates of gender clause adoption. All models include bank and year fixed effects.
Standard errors are clustered by borrower. * p < 0.05, ** p < 0.01, *** p < 0.001.

Consistent with the sectoral policy repertoire hypothesis (H2), projects in social sectors
are significantly more likely to include gender provisions. The coefficient on SOCTAL_SECTOR
is positive and statistically significant across all specifications, indicating that clauses appear
more frequently in health, education, and social protection than in infrastructure, finance,
or macroeconomic operations. This pattern supports the claim that social sectors provide
stronger institutional repertoires, including established templates, indicators, and practices,
that facilitate the specification and implementation of gender provisions.
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The results provide little support for the expectation that internal policy milestones
increase clause adoption. The coefficient on POST POLICY BANK is negative and
statistically significant for both any clause and substantive clauses, and small and insignif-
icant for strong clauses. Rather than increasing adoption, these policy shifts are associated
with a reduction in the likelihood of including gender provisions in loan agreements. This
suggests that internal gender strategies do not primarily expand the extensive margin of
adoption. One interpretation is that, as gender mainstreaming becomes routinized, explicit
clause inclusion is partially substituted by upstream processes such as screening and project
design. Alternatively, the negative effect may reflect a post-policy shift toward sectors or
operations where gender provisions are less easily incorporated.

The control variables further clarify the conditions under which gender clauses are incor-
porated into MDB lending. The negative and statistically significant coefficient on lagged
FLFP suggests that clauses are more likely to be included in contexts where women’s
economic participation is lower, consistent with a compensatory or needs-based targeting
logic in development finance. In this sense, MDBs appear responsive to observable gender
gaps, incorporating gender provisions more frequently in environments where inequalities are
more pronounced. By contrast, the liberal democracy measure does not exhibit a consistent
or statistically significant relationship with clause adoption across specifications. This lack
of association indicates that regime type alone does not systematically shape whether gender
clauses are included once bank- and time-specific factors are taken into account.

Figure 1 visualizes the corresponding coefficient estimates across the three adoption
models. It shows clearly that sectoral context remains positively associated with adoption
at each threshold, while the post-policy indicator is negative in the models predicting any
clause and substantive clauses and close to zero in the model predicting the strongest clause

type.
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Determinants of Gender Clause Adoption

Any clause Strong clause (=3) Substantive clause (>=2)

Soclal Sector

— —
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Figure 1: Determinants of gender clause adoption. Coeflicient estimates from fixed-effects
logit models predicting the inclusion of any gender clause, strong clauses (level 3), and
substantive clauses (levels > 2). Points denote log-odds coefficients and bars represent 95%
confidence intervals. All specifications include bank and year fixed effects, with standard
errors clustered by borrower.

Figure 2 shows that predicted probabilities of gender clause adoption decline in the post-
policy period for both any clause and substantive clauses. For both outcomes, the post-policy
estimates are lower than their pre-policy counterparts, although the associated confidence
intervals are wide and overlap zero, indicating considerable uncertainty. In contrast, the
sectoral comparison shows higher predicted probabilities of clause adoption in social-sector
projects.
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Predicted Probabilities of Gender Clause Adoption
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Figure 2: Predicted probabilities of gender clause adoption. Estimates derived from the
fixed-effects logit models in Table 2. Points denote predicted probabilities and bars indicate
95% confidence intervals. Panels illustrate how adoption probabilities vary across sectoral
context and institutional policy periods.

These findings suggest that formal institutional gender strategies do not function as a
simple top-down trigger for clause adoption. One possibility is that gender mainstreaming
was already diffusing informally through project preparation practices before formal policy
codification occurred, such that the observable effect of policy adoption is muted once
bank and year fixed effects are included. Another possibility is that institutional strategies
primarily alter internal review systems, templates, and monitoring frameworks rather than
the initial decision to include a clause. On this interpretation, policy adoption may matter
less for whether clauses appear and more for how they are specified once adopted.

Figure 3 provides additional descriptive context by tracing annual adoption rates for any
gender clause and for substantive clauses across MDB loan agreements between 2000 and
2025. The figure shows that clause adoption increases gradually during the early 2000s and
accelerates notably in the late 2010s. Both any-clause and substantive-clause adoption rates
rise sharply after the mid-2010s and remain substantially above earlier levels for the rest of
the sample period.
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Trends in Gender Clause Adoption in MDB Lending, 2000-2025
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Figure 3: Trends in gender clause adoption in MDB lending, 2000-2025. Annual adoption
rates for any gender clause and for substantive clauses across MDB loan agreements. Vertical
dashed lines indicate key institutional milestones, including the World Bank’s 2012 gender
strategy and the launch of the SDGs in 2015.

In this sense, the temporal patterns are consistent with a broader shift in institutional
attention to gender equality rather than a discrete policy breakpoint. Gender-policy mile-
stones appear to increase the salience of gender commitments within development discourse,
but their effects on operational lending rules unfold gradually and unevenly across MDB
portfolios. The temporal evidence therefore helps qualify the regression results. Although the
post-policy coefficient is negative in the adoption models, the overall trend in clause adoption
is upward over time, especially after 2015. This suggests that the spread of gender clauses in
MDB lending may reflect broader shifts in development finance norms, donor expectations,
and operational routines rather than the immediate effect of individual institutional policy
milestones. Put differently, reputational dynamics may still matter, but they appear to
operate through a wider normative environment rather than through a discrete post-strategy
jump in agreement-level adoption.

Overall, the results indicate that sectoral policy environments play a central role in shap-
ing when gender clauses are adopted, while institutional policy milestones have a weaker and
less consistent effect. This supports the argument that gender clauses diffuse through sector-
specific operational repertoires rather than top-down policy commitments alone. However,
adoption is only part of the story, as clauses vary widely in their substantive content and
enforceability. The next section therefore examines clause strength conditional on adoption,
with a focus on internal procedural mechanisms (H3).

7.3 Clause Strength Conditional on Adoption: Internal Procedures

The previous section examined the determinants of clause adoption. This section analyzes
variation in clause strength conditional on adoption. The internal procedures hypothesis
(H3) predicts that clauses referencing monitoring, reporting, or implementation mechanisms
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are more likely to take stronger, operational forms. To test this, the sample is restricted
to agreements with a gender clause, and models estimate the likelihood of stronger clauses
within this subset.

Table 3 reports the results. Columns 1 and 2 present logit and linear probability models
predicting strong versus weak clauses, while Column 3 estimates an ordered probit model
over the three strength categories (1-3). All specifications include bank and year fixed effects,
with standard errors clustered by borrower.

Table 3: Determinants of Gender Clause Strength Conditional on Adoption

Strong vs. Weak (Logit) Strong vs. Weak (LPM) Clause Strength (Ordered)

Procedural Mention 1.080** 0.134%** 0.478%**
(0.411) (0.036) (0.075)

Post-Policy (Bank) -0.481 -0.082 -0.052
(0.398) (0.059) (0.117)

(1.157)

Social Sector 0.001 -0.000 0.086
(0.164) (0.023) (0.072)

Female Labor Force Participation (lag) 0.001 0.000 -0.004
(0.006) (0.001) (0.002)
Liberal Democracy (V-Dem, lag) -1.005* -0.139* -0.472%*
(0.449) (0.063) (0.166)

N 1528 1533 1534

Note: Note. All models include bank and year fixed effects. Standard errors are clustered by borrower
in Columns 1 and 2. Pseudo R2 and adjusted R2 are not reported for comparability, as goodness-of-fit
measures are not directly comparable across logit, linear probability, and ordered probit specifications.
*p < 0.05, ¥ p < 0.01, *** p < 0.001.

The results provide strong support for the internal procedures hypothesis. Across all
specifications, the presence of procedural references within loan agreements is positively and
statistically associated with stronger gender clauses. In the logit model, the coefficient on
Procedural Mention is large and statistically significant, indicating that agreements refer-
encing implementation or monitoring mechanisms are substantially more likely to include
stronger forms of gender provisions. The linear probability specification produces a similar
pattern, suggesting that the presence of procedural language increases the probability that
a clause takes a stronger operational form by roughly 13 percentage points. The ordered
probit model further confirms this relationship, indicating that procedural references are
systematically associated with movement toward higher clause strength categories.

By contrast, the variables associated with reputational timing and sectoral context do
not exhibit the same explanatory power once the analysis is conditioned on clause adoption.
The coefficient on Post-Policy (Bank) is negative across specifications but not statistically
distinguishable from zero. This finding suggests that reputational pressures associated
with gender-policy milestones may encourage visible references to gender equality without
systematically strengthening the enforceability of the clauses themselves. Similarly, Social
Sector does not appear to influence clause strength once a gender provision is already present
in the agreement. This suggests that the factors shaping whether clauses appear in loan
agreements are not the same as those shaping how strong those clauses become once included.

The control variables in Table 3 exhibit a distinct pattern relative to the adoption
models in Table 2. While lagged FLFP was negatively associated with clause adoption,
it is substantively close to zero and statistically insignificant once the analysis is conditioned
on the presence of a clause. This suggests that underlying gender inequality shapes whether
clauses are included but does not systematically influence how strong those clauses become
once adopted. By contrast, the liberal democracy measure, which was not significantly
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related to adoption, is negatively and significantly associated with clause strength in all
specifications. This indicates that, conditional on inclusion, stronger clauses are somewhat
more likely to appear in less democratic contexts, potentially reflecting a substitution toward
more formalized or externally enforced provisions where domestic accountability mechanisms
are weaker.

Figure 4 provides a visual summary of these results by plotting the coefficient estimates
and confidence intervals from the main logit model alongside the ordered probit robustness
specification. The figure highlights the central role of procedural integration in shaping the
substantive content of gender clauses. While most covariates exhibit coefficients near zero
with comparatively wide confidence intervals, the procedural mention variable consistently
displays a positive and statistically significant association with clause strength across models.
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Figure 4: Determinants of gender clause strength conditional on adoption. Coefficient
estimates from the main fixed-effects logit model and the ordered probit robustness model
estimated among agreements that contain at least one gender clause. Points denote coefficient
estimates and bars indicate 95% confidence intervals.

These results show that the mechanisms shaping whether gender clauses appear differ
from those determining their strength. Sectoral context explains where clauses are adopted,
while clause strength depends more on the presence of procedural monitoring and imple-
mentation mechanisms. This pattern supports the argument that internal bureaucratic
procedures are central to translating gender commitments into operational provisions in
lending contracts. However, the results thus far focus on institutional and project-level
factors and do not capture variation across borrowers or banks. The next section therefore
examines borrower- and bank-level heterogeneity, illustrating how predicted outcomes vary
across MDB portfolios.
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8 Borrower and Bank-Level Heterogeneity

8.1 Borrower Comparison

To further examine how the institutional dynamics identified in the previous sections manifest
across borrower countries, Figures 5 and 6 display borrower-country differences in gender
clause adoption and clause strength across banks. These estimates are derived from mixed-
effects models that include borrower- and bank-level random intercepts, allowing the analysis
to visualize how predicted outcomes vary across countries while accounting for institutional

differences across MDB portfolios.
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Figure 5: Predicted probability of gender clause adoption across borrowing countries within
each bank. Estimates from a mixed-effects logit model with borrower and bank random
intercepts. Points show predicted probabilities and bars indicate 95% confidence intervals.

Two patterns emerge from these descriptive results. First, the figures reveal clear institu-

tional baselines across MDB portfolios. Borrowers in the IDB portfolio exhibit consistently
higher predicted probabilities of clause adoption and stronger expected clause strength than
borrowers in the World Bank portfolio. Even the highest predicted clause strength values
among World Bank borrowers remain below the baseline levels observed within the IDB
system.
At the same time, borrower-country differences are clearly present within each institu-
tion. Within banks, borrowers vary in their predicted probability of clause adoption and
expected clause strength, yet these differences remain relatively tightly bounded around the
institutional baselines. In other words, borrower heterogeneity is visible but operates within
broader institutional structures that govern how gender provisions are incorporated into
lending agreements.

Second, heterogeneity appears somewhat more pronounced for clause strength than for
clause adoption. While borrowers within a given bank cluster within a relatively narrow
band of adoption probabilities (Figure 5), dispersion in expected clause strength is wider
(Figure 6), particularly within the World Bank portfolio.

Importantly, these borrower-level differences should not be interpreted as evidence that
borrowers independently drive the diffusion of gender norms in MDB lending. Rather, they
are best understood as reflecting interactions between borrower context and MDB-specific
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Borrower-country differences in clause strength by bank
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Figure 6: Expected gender clause strength across borrowing countries within each bank,
conditional on clause adoption. Estimates from an ordered probit mixed-effects model with
borrower and bank random intercepts. Points show expected values on the 0-3 scale and

bars indicate 95% confidence intervals.
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organizational routines. Borrowers operating in contexts where gender gaps are more visible,
where sectoral project designs facilitate monitoring, or where operational conditions permit
greater procedural integration may receive stronger clauses. However, such variation occurs
within the institutional constraints established by MDB governance structures and internal
gender mainstreaming procedures.

In this sense, borrower heterogeneity operates within, rather than independently of, the
reputational and bureaucratic dynamics identified in Hypotheses 1-3. The figures therefore il-
lustrate how country-level variation is expressed within institutional frameworks that largely
structure the overall patterns of clause adoption and clause design across MDB lending
portfolios.

8.2 Bank Comparison

Table 4 examines cross-bank differences in gender clause adoption and design, using the
World Bank as the reference category. The results reveal statistically significant variation
across MDBs in the likelihood of clause adoption. Both the ADB and the IDB are more
likely than the World Bank to include gender provisions across all adoption thresholds.

Table 4: Bank-Level Differences in Gender Clause Outcomes

Any clause Substantive clause (>2) Strong clause (=3) Strong vs. weak (adopters)

ADB (vs. World Bank)  0.686%** 0.703%** 0.930%** -0.221
(0.123) (0.143) (0.235) (0.304)
IDB (vs. World Bank) 2.279%H* 1.972%4* 3.341%#% 0.401
(0.244) (0.184) (0.286) (0.313)
N 4217 4217 4006 1528

Note: Entries show differences between ADB and IDB relative to the World Bank. All models include
year fixed effects and the full set of controls included in earlier model specifications. Standard errors are
clustered by borrower. * p < 0.05, ** p < 0.01, *** p < 0.001.

The magnitude of these differences is particularly pronounced for the IDB. Across all
three adoption thresholds, the IDB is significantly more likely than the World Bank to include
gender clauses, with coefficients that are large and statistically significant. The estimated
differences are largest for the strongest clause category, indicating that IDB operations are
not only more likely to include gender language, but also more likely to embed such provisions
in more operationally consequential forms. The ADB also exhibits a higher likelihood of
clause inclusion relative to the World Bank, though the magnitude of these differences is
more moderate. Together, these patterns suggest that the diffusion of gender clauses is
not uniform across MDBs but instead reflects distinct institutional baselines in how gender
considerations are incorporated into lending agreements.

At the same time, the results indicate that cross-bank differences are less pronounced
once the analysis is restricted to agreements that already contain a gender clause. In the
model predicting clause strength conditional on adoption, neither the ADB nor the IDB
differs significantly from the World Bank in the likelihood that clauses take stronger rather
than weaker forms. The coefficients for both banks are substantively small and statistically
indistinguishable from zero.

Figure 7 visualizes these patterns and reinforces the distinction between adoption and
design. For the adoption outcomes, the confidence intervals for both ADB and IDB lie
clearly to the right of zero, indicating statistically significant positive differences relative to
the World Bank. The magnitude of these effects is largest for the IDB, particularly for strong
clauses, where the estimated difference is both substantively large and precisely estimated.
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In contrast, for the conditional strength outcome (strong vs. weak), the confidence intervals
for both banks cross zero, indicating no statistically significant difference from the World
Bank.

Bank-Level Differences Relative to the World Bank
Confidence intervals crossing zero indicate no statistically significant difference
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I I
I I
I |
| |
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Figure 7: Bank-level differences in gender clause outcomes. Coefficient estimates and 95%
confidence intervals from fixed-effects logit models. Points denote log-odds differences for
ADB and IDB relative to the World Bank across four outcomes: any clause, substantive
clause (>2), strong clause (=3), and strong vs. weak (adopters). Vertical dashed lines
indicate zero; intervals crossing zero are not statistically significant. All models include
year fixed effects and controls, with standard errors clustered by borrower.

9 Robustness Checks

A series of robustness analyses assess the stability of the main findings under alternative
assumptions about inference, functional form, and treatment timing (see Appendix B). Since
the empirical strategy distinguishes between clause adoption and clause strength, checks were
conducted for both stages.

First, models were re-estimated using linear probability specifications to assess sensitivity
to nonlinear link functions and provide more interpretable effect sizes (Table B.1). Second,
specifications were re-estimated with two-way clustered standard errors by borrower and
year to account for alternative dependence structures (Table B.2). Third, bootstrap proce-
dures were applied to clause-strength models, including wild cluster bootstrap inference and
borrower-cluster bootstrap for the ordered specification (Table B.3). Fourth, dynamic event-
study models were estimated to examine temporal patterns around policy milestones using
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a trimmed staggered-adoption design over a (—3,+5) year window (Table B.4; Figure B.1).

Across specifications, the core results remain consistent. Sectoral context and procedural
institutionalization retain positive and statistically significant effects, and cross-bank hetero-
geneity persists under more conservative inference. Linear probability models yield similar
coefficient signs and magnitudes, indicating that findings are not driven by functional-form
assumptions.

Event-study estimates show no strong pre-trends, supporting the identification strategy,
but suggest that the effects of policy milestones on clause strength emerge gradually rather
than immediately. Overall, the results are robust to alternative estimators, clustering
assumptions, and treatment timing, confirming stable relationships between sectoral context,
procedural routinization, and gender clause design in MDB lending.

10 Conclusion

This paper examines how MDBs formalize gender-equality commitments in development
finance by analyzing the adoption and design of gender clauses across 4,900 World Bank,
ADB, and IDB loan agreements (2000-2025). By distinguishing between clause adoption
and clause strength, it shows that inclusion follows a logic of reputational equilibrium:
MDBs respond to external pressures by embedding visible gender provisions, while their
enforceability depends more on internal institutional routines.

The results highlight two distinct processes. Clause adoption is driven primarily by
sectoral context, with social-sector projects more likely to include gender provisions and
adoption diffusing gradually across portfolios. Conditional on adoption, clause strength
depends on internal procedural mechanisms: clauses referencing monitoring, reporting, or
implementation are more likely to be operational or binding, while reputational timing and
sectoral context matter less. Together, these findings show that reputational pressures drive
visible commitments, but bureaucratic institutionalization determines whether they become
enforceable rules.

These findings contribute to research on international political economy and global fi-
nancial governance by showing that MDBs act as intermediaries in translating global norms
into financial practice. While contractual commitments signal alignment with inclusion and
sustainability goals, internal procedures determine whether they shape capital allocation and
monitoring.

They also highlight the role of IFIs within international financial centers. Although
gender equality is increasingly visible in financial discourse, its translation into enforceable
lending practices depends less on formal commitments than on institutional capacity to
embed them in operational processes. For financial centers seeking to advance inclusive
finance, credibility therefore depends on integrating enforceable standards into financial
instruments and governance structures.

From a policy perspective, advancing gender equality in development finance requires
more than high-level commitments; it depends on routinized procedural mechanisms, in-
cluding screening, monitoring, and accountability systems, that translate norms into binding
practices. As Environmental Social Governance (ESG) and sustainable finance gain promi-
nence, the ability to institutionalize these mechanisms will determine whether such efforts
produce substantive outcomes or remain primarily symbolic.
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Appendix A Model Diagnostics for the BoW-RF Supervised
Classifier

A.1 Overview

To validate the supervised machine-learning approach used to detect enforceable gender-
responsive clauses in MDB lending documents, I trained a BoW-RF classifier on manually
coded loan agreements and evaluated its performance across three banks: the World Bank,
ADB, and IDB. Given the larger variation in loan agreement length and content, the World
Bank model was iteratively refined through three rounds of active learning, while the ADB
did not require additional active learning rounds, and the IDB required one round.

A.2 World Bank Loan Agreements

Table A.1 reports precision, recall, and Fl-scores for both the BoW-RF and MiniLM-RF
models on the validation set, disaggregated by class. Both models demonstrate strong
accuracy (BoW-RF = 0.85; MiniLM-RF = 0.86), with the BoW model yielding slightly higher
recall for the positive (clause-present) class, while the MiniLM model achieves marginally
greater overall precision. Macro-averaged Fl-scores of 0.80 and 0.79, respectively, suggest
stable generalization across classes despite class imbalance. The consistency between these
metrics and the ROC/PR curves indicates that both approaches produce balanced classifiers
with minimal overfitting, and that the transformer-based MiniLM model’s performance
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advantage remains modest relative to the simpler BoW representation.

Table A.1: Classification Report for BoW-RF and MiniLM-RF Models (Validation Set)

Model / Class Precision Recall F1-Score Support (N)

BoW-RF

Class 0 0.943 0.865 0.902 133
Class 1 0.609 0.800 0.691 35
Accuracy — — 0.851 168
Macro Avg 0.776 0.832 0.797 168
Weighted Avg 0.873 0.851 0.858 168
MiniLM-RF

Class 0 0.916 0.902 0.909 133
Class 1 0.649 0.686 0.667 35
Accuracy — — 0.857 168
Macro Avg 0.782 0.794 0.788 168
Weighted Avg 0.860 0.857 0.859 168

Note. Scores are averaged across the validation fold. BoW-RF = Bag-of-Words
Random-Forest model; MiniLM-RF = Mini-Language Model Random-Forest.

The validation diagnostics presented in Figures A.1 and A.2 compare the performance
of the baseline BoW-RF classifier and the transformer-based MiniLM-RF variant across the
validation sample. The ROC curve (Figure A.1) demonstrates nearly identical discrimination
ability for both models, each achieving an area under the curve (AUC) of 0.88, indicating
excellent sensitivity—specificity balance in distinguishing documents that contain enforceable
gender clauses from those that do not. The PR curve (Figure A.2) shows average precision
scores of 0.65 for BoW-RF and 0.67 for MiniLM-RF, reflecting strong retrieval accuracy
in the context of class imbalance, where positive (clause-containing) cases are relatively
rare. Overall, these results confirm that both vectorization strategies yield robust predictive
performance, with the transformer model offering a marginal improvement in recall without
sacrificing precision, which is evidence that the simpler BoW representation already captures
much of the semantic information necessary for reliable clause detection.
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Figure A.1: ROC for validation performance of BoW-RF and MiniLM-RF.
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Figure A.2: PR curves for validation performance of BoW-RF and MiniLM-RF.

Table A.2 summarizes the relative frequency and predicted prevalence of enforceable
gender clauses across the World Bank corpus. Among the 662 manually coded (“labeled”)
loan agreements, 21.1% contain an enforceable gender clause, whereas the model’s out-
of-sample predictions yield a prevalence of 16.4% across the 2,149 previously unlabeled
The aggregate corpus-level prevalence of 17.5% suggests that the BoW-RF
classifier performs conservatively, underestimating clause presence relative to human coding,
which is a desirable property when prioritizing precision over recall in policy-sensitive text
classification. This alignment between predicted and observed prevalence provides further
evidence of the model’s validity and generalization capacity.

Figure A.3 demonstrates that the BoW-RF model maintains a conservative balance
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Table A.2: Labeled and Predicted Counts and Prevalence in the World Bank Corpus

Segment Documents (N) Positives Negatives Prevalence
Labeled (truth) 662 140 522 0.211
Unlabeled (predicted) 2,149 352 1,797 0.164
Corpus total 2,811 492 2,319 0.175

Note. Positives refer to loan agreements containing enforceable gender clauses, while negatives
refer to agreements without such clauses. Prevalence values represent the share of positives within
each subset.

between positives and negatives across labeled and predicted subsets. While the manually
coded sample shows a higher share of positives (reflecting the known prevalence in the
training data), the predicted distribution among unlabeled documents is slightly lower,
consistent with a model calibrated to favor precision over recall. This stability across samples
suggests the classifier generalizes well and avoids overprediction of gender-clause presence in
unseen agreements, reinforcing the reliability of its corpus-wide prevalence estimates.

BoW-RF Round 3 — Positives/Negatives by segment
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Figure A.3: Distribution of observed and predicted positives and negatives across labeled
and unlabeled subsets in the BoOW-RF Round 3 model, showing consistent class balance and
conservative positive classification.

Figure A.4 illustrates that most predicted probabilities cluster near zero, indicating a
strong model tendency to assign low likelihoods to the majority of unlabeled agreements,
which is consistent with the observed class imbalance. The steep drop-off after the threshold
suggests clear separation between certain negatives and a small subset of likely positives,
confirming the model’s discriminative strength. The decision threshold ensures conserva-
tive identification of gender-responsive clauses, minimizing false positives while preserving
substantive coverage for subsequent rounds of human validation.

33



BoW-RF predicted probabilities on remaining unlabeled
(dashed line = Round-3 decision threshold)

T
1
i
1
i
1
1
1
|
i
1
i
i
1
i
I
i
i
|
i
1
i
1
1

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8
Predicted probability (unlabeled)

Figure A.4: Histogram of predicted probabilities for unlabeled agreements in the BoW-
RF Round 3 model, with the dashed line indicating the 0.39 decision threshold separating
positive and negative classifications.

A.3 Asian Development Bank Loan Agreements

Table A.3 presents the performance of the BoW-RF classifier applied to the ADB loan
agreement corpus. The model achieves an overall accuracy of 86%, demonstrating strong
precision (0.824) for the negative class (no gender clause) and exceptional precision (0.960)
for the positive class (contains enforceable gender clause). Although recall for the positive
class is lower (0.667), the high F1l-scores across both classes (0.896 and 0.787, respectively)
indicate balanced performance with a conservative bias toward minimizing false positives.
This trade-off, which is high precision coupled with modest recall, is desirable for corpus-
level classification tasks, where false inclusions of gender clauses would be more costly than
omissions. The macro-averaged Fl-score of 0.841 confirms consistent predictive reliability
across both categories, underscoring the model’s robustness in cross-bank generalization
beyond the World Bank sample.

Table A.3: Classification Report for BOW-RF Model on ADB Loan Agreements

Class / Metric Precision Recall F1-Score Support (N)
Class 0 (No Clause) 0.824 0.982 0.896 57
Class 1 (Gender Clause) 0.960 0.667 0.787 36
Accuracy 0.860 93
Macro Avg 0.892 0.825 0.841 93
Weighted Avg 0.876 0.860 0.854 93

Note. Results reflect validation on the ADB corpus. Class 1 corresponds to agreements
containing enforceable gender clauses.

Figures A.5 and A.6 presents the ROC and PR curves for the BoW-RF classifier applied
to ADB loan agreements. The ROC curve (top panel) plots the true-positive rate against the
false-positive rate, yielding an area under the curve (AUC) of 0.88, which indicates strong
discriminatory performance between agreements that contain and do not contain enforceable
gender clauses. The curve’s pronounced rise toward the upper-left corner demonstrates the
model’s ability to maintain high sensitivity while limiting false positives across classification
thresholds.

The lower panel shows the PR curve, which evaluates the model’s precision-recall trade-
off under class imbalance. An average precision (AP) of 0.88 suggests that the classifier
sustains high precision even as recall increases, which is an important quality when the
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number of positive (gender-clause) agreements is relatively small. The high concordance
between AUC and AP confirms consistent model reliability across evaluation metrics.
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Figure A.5: ROC for the BoW-RF Model on ADB Loan Agreements.
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Figure A.6: PR Curve for the BoOW-RF Model on ADB Loan Agreements.

Table A.4 reports the distribution of labeled, predicted, and total document counts within
the ADB loan agreement corpus as classified by the BOW-RF model. The labeled (manually
coded) subset contains 372 agreements, of which 39 percent include enforceable gender
clauses. The model’s predictions for the 1,482 unlabeled agreements yield a nearly identical
prevalence of 38.9 percent, indicating strong alignment between human and automated
classifications. The aggregate corpus-level prevalence (0.389) further demonstrates that
the model generalizes accurately without inflating the proportion of positive classifications.
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This stability in predicted prevalence across labeled and unlabeled subsets suggests that the
BoW-RF model effectively captures the linguistic patterns associated with gender-responsive
provisions in ADB loan documentation, thereby validating its use for large-scale corpus
annotation and comparative analysis across multilateral development banks.

Table A.4: Labeled and Predicted Counts and Prevalence in the ADB Corpus

Segment Documents (N) Positives Negatives Prevalence
Labeled (truth) 372 145 227 0.390
Unlabeled (predicted) 1,482 577 905 0.389
Corpus total 1,854 722 1,132 0.389

Note. Positives refer to loan agreements containing enforceable gender clauses, while negatives
refer to agreements without such clauses. Prevalence values represent the share of positives within
each subset of the ADB corpus.

Figure A.7 illustrates the distribution of agreements classified as containing gender clauses
(positives, shown in orange) and those without (negatives, shown in blue) across the labeled
(manually coded) and unlabeled (model-predicted) subsets of the ADB loan corpus. The
figure shows that the BoW-RF model reproduces the observed class proportions in the
human-coded subset within the much larger predicted corpus. The near-identical share of
positives between the two groups indicates strong consistency between model inferences and
manual coding, suggesting that the classifier generalizes well to new data without distorting
the empirical prevalence of gender-responsive clauses. This stability reinforces the model’s
reliability for corpus-wide document classification and its suitability for cross-institutional
analysis of gender mainstreaming in multilateral development bank lending.
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Figure A.7: Distribution of observed and predicted positives and negatives across labeled
and unlabeled subsets in the ADB BoW-RF model, showing consistent class balance and
accurate replication of empirical prevalence.

Figure A.8 displays the distribution of predicted probabilities generated by the BoW-RF
model for the unlabeled subset of the ADB corpus, with the classification threshold marked
at 0.50. The bimodal distribution indicates that the model confidently distinguishes between
documents with high and low likelihoods of containing gender-responsive clauses, with rel-
atively few ambiguous cases near the decision boundary. The clustering of probabilities
near 0 and 1 suggests that the classifier is well-calibrated and capable of producing decisive
predictions. The sharp inflection around the threshold line demonstrates a clear separation
between predicted positive and negative classifications, reinforcing the internal coherence
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and predictive stability of the trained BoW-RF model across the unlabeled dataset.
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Figure A.8: Distribution of predicted probabilities for unlabeled ADB agreements in the
BoW-RF model, showing strong classification confidence and a clear separation around the
0.50 decision threshold.

A.4 Inter-American Development Bank Loan Agreements

Table A.5 presents the evaluation metrics for the BoW-RF model applied to IDB loan
agreements using a held-out validation set. The model achieved an accuracy of 0.898
and an area under the ROC curve (AUC) of 0.951, reflecting high discriminative power
in distinguishing between agreements with and without gender clauses. Precision (0.903)
and recall (0.933) for the positive class indicate that the model effectively balances false
positives and false negatives, resulting in a strong F1-score (0.918). Performance consistency
across macro and weighted averages further suggests that class imbalance minimally affected
predictive reliability.

Table A.5: BoW-RF (IDB) — Evaluation on Hold-Out Sample

Class / Metric Precision Recall F1-Score Support

0 (No Clause) 0.889 0.842 0.865 19
1 (Gender Clause) 0.903 0.933 0.918 30
Accuracy 0.898 49
Macro Avg 0.896 0.888 0.891 49
Weighted Avg 0.898 0.898 0.897 49

Note. Results reflect validation on the IDB corpus. Class 1 corresponds to
agreements containing enforceable gender clauses.

Figures A.9 and A.10 presents the ROC and PR curves for the BoW-RF model applied to
the IDB loan agreement corpus. The ROC curve (top panel) shows an AUC of 0.95, signifying
excellent model discrimination between agreements that contain and those that lack gender-
responsive clauses. The curve’s near-vertical rise indicates strong sensitivity (true-positive
rate) at low false-positive rates, underscoring the model’s reliability in identifying genuine
instances of gender mainstreaming language.

The PR curve (bottom panel) further supports these findings, with an average precision
(AP) of 0.96, demonstrating that the classifier sustains high precision even as recall increases.
This strong performance across both metrics suggests that the model is well-calibrated and
robust to class imbalance, which is an essential property for corpora where positive cases
(gender clauses) are comparatively rare. Together, these results confirm that the BOW-RF
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model generalizes effectively to the IDB context, maintaining high predictive validity across
different institutional document sets within the broader MDB sample.
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Figure A.9: ROC for the BoW-RF model applied to the IDB corpus, showing

excellent discrimination (AUC = 0.95) and PR balance (AP = 0.96) across gender-clause
classifications.
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Figure A.10: PR curve for the BoW-RF model applied to the IDB corpus, showing

excellent discrimination (AUC = 0.95) and PR balance (AP = 0.96) across gender-clause
classifications.

Table A.6 reports the distribution of labeled, predicted, and total document counts within
the IDB loan agreement corpus as classified by the BoOW-RF model. The hand-coded subset
(194 agreements) exhibits a gender clause prevalence of 60.8 percent. When extended to
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the 482 unlabeled documents, the model identifies gender clauses in approximately 79.5
percent of agreements, reflecting its capacity to detect nuanced linguistic indicators of gender-
responsiveness that may not have been captured during manual coding. The overall corpus-
level prevalence of 74.1 percent indicates substantial institutional uptake of gender-related
commitments across IDB operations.

Table A.6: BoW-RF (IDB) — Document Counts and Prevalence by Segment

Segment Docs Positives Negatives Prevalence
Labeled (truth) 194 118 76 0.608
Unlabeled (pred) — 482 383 99 0.795
Corpus total 676 501 175 0.741

Note. Positives refer to loan agreements containing enforceable gender clauses,
while negatives refer to agreements without such clauses. Prevalence values
represent the share of positives within each subset of the IDB corpus.

Figure A.11 presents the distribution of loan agreements classified as containing gender-
responsive clauses (positives, shown in orange) and those without such clauses (negatives,
shown in blue) across the labeled and unlabeled segments of the IDB corpus. The manually
coded subset demonstrates a balanced but moderate prevalence of gender clauses (approxi-
mately 61 percent), while the BoW-RF model extends this pattern to the unlabeled corpus,
identifying a substantially higher share of positive classifications (approximately 79 percent).
The alignment in relative proportions between labeled and predicted segments suggests that
the classifier generalizes effectively to unseen data, supporting its validity as a scalable
method for identifying substantive gender mainstreaming across IDB loan agreements.
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Figure A.11: Distribution of observed and predicted positives and negatives across labeled
and unlabeled subsets in the IDB BoW-RF model, showing consistent class balance and
expanded model detection of gender-responsive clauses.

Figure A.12 shows the distribution of predicted probabilities produced by the BoW-RF
model for the unlabeled subset of the IDB corpus, with the decision threshold set at 0.50
(indicated by the dashed line). The bimodal distribution reflects the model’s confidence in
classification, with most documents assigned probabilities close to 0 or 1, indicating clear
separation between agreements predicted as non-gender-responsive and those predicted as
gender-responsive. The scarcity of cases around the decision boundary demonstrates strong
model calibration and a well-defined discriminative boundary. This outcome suggests that
the BoW-RF model effectively identifies linguistic markers of gender-related content with
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high certainty, minimizing ambiguity in probabilistic classification.
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Figure A.12: Distribution of predicted probabilities for unlabeled IDB agreements in the
BoW-RF model, showing strong classification confidence and distinct separation around the
0.50 threshold.
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Appendix B Robustness Checks

This appendix reports the results of a series of robustness analyses designed to evaluate
the stability of the main findings under alternative assumptions about functional form,
inference, and treatment timing. Since the empirical strategy distinguishes between the
adoption of gender clauses and clause strength conditional on adoption, robustness checks
are implemented across both stages of the analysis.

B.1 Linear Probability Model Specifications

As a first robustness check, the main adoption and conditional-strength models are re-
estimated using linear probability specifications. These models provide a useful benchmark
for evaluating the sensitivity of the results to nonlinear link functions and allow coefficients
to be interpreted directly as changes in predicted probability. Table B.1 reports the results of
these linear probability models for the adoption outcomes as well as the conditional-strength
specification estimated among agreements that include a gender clause.

Table B.1: Linear Probability Model Robustness

Any Clause Substantive Clause (> 2) Strong Clause (=3) Strong vs. Weak (Adopters)

Post-Policy (Bank) -0.138%** -0.107** 0.019 -0.082
(0.038) (0.036) (0.025) (0.059)

Social Sector 0.080%** 0.068*** 0.036** -0.000
(0.017) (0.016) (0.012) (0.023)
Procedural Mention 0.134%%*
(0.036)

Female Labor Force Participation (lag) -0.003* -0.002* -0.001** 0.000
(0.001) (0.001) (0.000) (0.001)

Liberal Democracy (V-Dem, lag) 0.058 0.000 -0.026 -0.139*
(0.067) (0.064) (0.020) (0.063)

N 4217 4217 4217 1533

R? 0.295 0.244 0.237 0.073

Adj. R? 0.289 0.238 0.232 0.053

Note: Entries are coefficients from linear probability models. All models include bank and year fixed effects.
Standard errors clustered by borrower are reported in parentheses. Column 4 is estimated on the subset of
loan agreements that contain a gender clause. * p < 0.05, ** p < 0.01, *** p < 0.001.

Across specifications, the linear probability models produce coefficient signs and relative
magnitudes that are highly consistent with the main logit estimates reported in the main
analysis.

B.2 Two-Way Clustered Standard Errors

A second robustness check evaluates whether the results are sensitive to alternative assump-
tions about within-cluster dependence. The main models cluster standard errors at the
borrower level, but correlations may also arise across time. To account for this possibility,
the models are re-estimated using two-way clustered standard errors by borrower and year.
Table B.2 reports these estimates.
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Table B.2: Robustness to Two-Way Clustered Standard Errors

Any Clause (Logit) Substantive Clause (> 2) (Logit) Strong vs. Weak (Adopters) (Logit)

Post-Policy (Bank) -0.728* -0.691* -0.481
(0.308) (0.308) (0.466)

Social Sector 0.485%* 0.418%* 0.001
(0.150) (0.160) (0.172)
Procedural Mention 1.080%*
(0.393)

Female Labor Force Participation (lag) -0.017* -0.014* 0.001
(0.008) (0.007) (0.006)
Liberal Democracy (V-Dem, lag) 0.417 0.035 -1.005%*
(0.515) (0.497) (0.432)

N 4217 4217 1528
Pseudo R? 0.247 0.210 0.076
Adj. Pseudo R? 0.236 0.198 0.036

Note: Entries are fixed-effects logit coefficients. All models include bank and year fixed effects. Standard
errors are clustered two ways by borrower and year. Column 3 is estimated on the subset of loan agreements
that contain a gender clause. * p < 0.05, ** p < 0.01, *** p < 0.001.

The results remain substantively unchanged under the more conservative two-way clus-
tering specification.

B.3 Bootstrap Inference for Clause Strength

A third robustness check evaluates the stability of inference in the conditional-strength
models. Bootstrap procedures are implemented for both the linear probability specification
and the ordered model estimated among adopters only. Table B.3 reports these estimates
along with borrower-cluster bootstrap p-values for the ordered model.

Table B.3: Bootstrap Inference for Clause Strength Conditional on Adoption

Strong vs. Weak (LPM) Clause Strength (Ordered Probit) Bootstrap p-value

Procedural Mention 0.134%** 0.478%** 0.0001
(0.036) (0.120)

Post-Policy (Bank) -0.082 -0.052 0.768
(0.059) (0.178)

Social Sector -0.000 0.086 0.252
(0.023) (0.075)

Female Labor Force Participation (lag) 0.000 -0.004 0.280
(0.001) (0.003)

Liberal Democracy (V-Dem, lag) -0.139* -0.472%* 0.010
(0.063) (0.184)

Note: Entries report coefficients for clause-strength models estimated on the subset of loan agreements that
contain a gender clause. Column 1 reports linear probability model estimates for strong versus weak clauses,
with borrower-clustered standard errors in parentheses. Column 2 reports ordered probit estimates with
borrower-cluster bootstrap standard errors in parentheses. Column 3 reports borrower-cluster bootstrap p-
values for the ordered model. * p < 0.05, ** p < 0.01, *** p < 0.001.

Bootstrap inference confirms the stability of the procedural institutionalization effect on
clause strength.

B.4 Dynamic Event-Study Specifications

Finally, dynamic event-study models are estimated to examine the temporal evolution of
gender clause outcomes around major policy milestones and to assess the plausibility of
parallel trends. To account for heterogeneous treatment timing across banks, these dy-
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namics are estimated using a trimmed staggered-adoption specification over a —3 to +5
year window around bank-specific policy milestones. Estimates are reported for periods
with sufficient treated observations. Table B.4 reports the event-study coefficients, while
Figure B.1 visualizes these dynamics.

Table B.4: Event-Study Estimates by Relative Year

Any Clause Substantive Clause (> 2) Strong Clause (=3)

t=-3 0.659 0.594 0.078
(0.493) (0.458) (0.973)
t=-2  -0.924 -0.936 -1.804
(0.564) (0.504) (0.617)
t=0 0.808 0.745 0.313
(0.588) (0.565) (0.648)
t=+1 0.561 0.698 0.547
(0.553) (0.512) (0.560)
t=+2  -0.822 ~1.092 0.507
(0.458) (0.500) (0.675)

Note: Entries report event-study coefficients from fixed-effects logit models estimated using a trimmed Sun—
Abraham staggered-adoption specification around bank-specific policy milestones. Estimates are reported for
periods with sufficient treated observations within the —3 to +5 window. The omitted reference category is
the year immediately prior to the milestone (¢ = —1). Standard errors clustered by borrower are reported in
parentheses.
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Dynamic Event-Study Estimates Across Gender Clause Outcomes
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Figure B.1: Dynamic event-study estimates across gender clause outcomes. Panels
report fixed-effects logit coefficients from trimmed Sun—Abraham staggered-adoption models
estimated around bank-specific policy milestones. The vertical line marks the omitted
reference period (¢ = —1). Error bars denote 95% confidence intervals based on standard
errors clustered by borrower.

Across specifications, the core results remain consistent. Sectoral context and procedural
institutionalization continue to exhibit positive and statistically significant associations with
gender clause outcomes, while cross-bank heterogeneity persists under more conservative
inference. The dynamic specifications also provide no evidence of strong anticipatory pre-
trends, supporting the identifying assumptions of the research design.
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