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Abstract
The financial sector is undergoing a structural shift from isolated AI model deploy-
ments to interconnected, semi-autonomous agents that perceive market conditions,
invoke external tools, and execute decisions with limited human intervention in real
time. This evolution, referred to as agentic finance, introduces three supervisory
blind spots that existing frameworks are not designed to address: an event visibility
gap, in which supervisors cannot reconstruct what an agent perceived, decided, and
executed; a cross-border coordination gap, in which AI-driven financial activity
spans institutions and jurisdictions while supervision remains fragmented; and an
intervention gap, in which even detected problems lack a standardized basis for
escalation, throttling, or forensic reconstruction.

Major policy bodies have converged on recognizing these risks. The Financial Stability
Board (2025) explicitly identifies monitoring and data gaps in AI adoption and calls
for more robust supervisory approaches. The Bank of England’s Financial Policy
Committee (2025) highlights macroprudential concerns arising from correlated AI
behavior and common infrastructure dependencies. IOSCO (2025) flags concentration
risk, third-party dependency, and audit trail inadequacy in AI-driven capital markets.
Singapore’s IMDA (2026) provides enterprise-level governance for agentic AI but does
not offer a cross-border supervisory observability standard. None of these frameworks
provides an operational architecture specifying what financial AI agents should log,
what supervisors should observe, or how cross-border coordination should work.

This paper addresses that gap by proposing two interconnected contributions. First,
the Cross-border Supervisory Observability Layer (CSOL): a governance
and technical standard comprising five components — agent registration, event
trace logging, dependency disclosure, tiered supervisory access, and standardized
intervention actions — designed to enable supervisors to monitor, reconstruct, and
intervene in agentic financial activity across institutions and jurisdictions. Second,
the Minimum Supervisory Trace Schema (MSTS) v0.1: a machine-readable
schema defining the minimum event fields that financial AI agents should generate,
structured by a risk-proportionate autonomy × criticality matrix.

The paper argues that international financial centers are a plausible and underutilized
coordination layer for cross-border supervisory observability, given their roles as
market infrastructure concentrators, regulatory dialogue platforms, and cross-border
bridge builders. A phased implementation roadmap is proposed. The framework is
evaluated through four stylized scenarios comparing low, medium, and high observ-
ability regimes. Results suggest that strong observability may substantially reduce
detection latency, improve reconstruction completeness, and increase intervention
feasibility. This paper is a policy-design contribution; scenarios are synthetic and
normative claims are argued, not empirically proven.
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1 Introduction

1.1 The Supervisory Challenge of Agentic Finance

Financial supervision has historically been designed around human decision-makers. Regu-
lations prescribe who must approve a trade, what disclosures must be made, and which
human officers bear accountability for a firm’s conduct. Even as algorithmic trading
and machine learning models were adopted throughout the 2010s, the supervisory model
remained largely intact: models were treated as tools that supported human decisions,
and accountability remained anchored to the humans who deployed and operated them.

This assumption is under strain. The past several years have seen a qualitative shift in how
artificial intelligence is deployed in finance. Systems are increasingly built not as isolated
predictive models but as agents: AI systems that perceive their environment through data
feeds and APIs, reason over that input, invoke external tools to gather further information
or execute actions, and operate through multi-step decision chains with varying degrees of
human oversight (Liu et al., 2025). These agents are embedded in surveillance workflows
that monitor trading for anomalies, execution systems that route orders across venues,
compliance functions that screen transactions for regulatory violations, and fraud detection
pipelines that clear or block payments in milliseconds.

The supervisory challenge posed by this shift is not merely technical. It is structural.
When an autonomous or semi-autonomous agent executes a decision, what did it perceive?
What reasoning led to that decision? What tools did it invoke, and with what inputs?
Which model version was running at the time? Which human, if any, reviewed the action
before it was taken? In the absence of standardized mechanisms for capturing and making
available this information, supervisors increasingly find themselves governing systems
whose behavior they cannot observe, reconstruct, or intervene in with the precision that
financial stability and market integrity require.

1.2 The IFC Coordination Opportunity

International financial centers (IFCs) occupy a distinctive position in this challenge. They
are not merely geographic locations where finance happens. IFCs serve as infrastructure
concentrators — hosting exchanges, clearing houses, prime brokers, and data vendors
that are disproportionately relied upon by firms globally. They serve as regulatory
dialogue platforms — convening governments, regulators, financial institutions, and market
infrastructure providers in a single policy ecosystem. And they serve as cross-border
bridge builders — intermediating capital flows, financial services, and market activity that
routinely span multiple jurisdictions.

As the WAIFC Handbook notes, IFCs are “platforms for innovation, cross-sector collab-
oration, trust, and long-term economic stewardship in an increasingly complex global
landscape” (WAIFC, 2026). This institutional character makes IFCs a plausible coor-
dination layer for the kind of cross-border supervisory standards that agentic finance
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requires.

No individual firm has the incentive or authority to set cross-firm observability standards
unilaterally. No single national regulator has the jurisdictional reach to address cross-
border AI-driven activity alone. But IFCs — operating at the intersection of market
activity, regulatory authority, and cross-border cooperation — are positioned to coordinate
minimum observability standards in a way that other actors are not.

1.3 Research Gap and Contribution

The central research gap this paper addresses is the absence of a widely adopted IFC-level
framework for cross-border supervisory observability of financial AI agents. This
gap is not merely academic. The FSB (2025), Bank of England FPC (2025), IOSCO (2025),
and IMDA (2026) have each identified AI-related monitoring and governance concerns, but
none provides an operational architecture specifying what financial AI agents should log,
how supervisory access should be structured, or how cross-border incident coordination
should work.

This paper makes four contributions:

1. CSOL — the Cross-border Supervisory Observability Layer: a five-component gover-
nance and technical architecture for IFC-level AI agent supervision

2. MSTS v0.1 — the Minimum Supervisory Trace Schema: a machine-readable event
trace specification for financial AI agents

3. An autonomy × criticality observability matrix mapping minimum requirements
to risk profiles

4. A scenario-based evaluation comparing low, medium, and high observability regimes
across four stylized financial AI failure modes

This paper is a policy-design contribution. It does not claim to prove causal relationships
empirically. Scenarios are synthetic and stylized. Normative claims are argued from the
policy analysis, not proven from data. The goal is to provide an operational architecture
that is concrete enough to evaluate, adapt, and pilot.

1.4 Paper Structure

Section 2 describes how agentic AI creates structural supervisory blind spots. Section 3
reviews the policy and research literature. Section 4 defines the research problem precisely.
Section 5 presents the CSOL framework and MSTS schema. Section 6 describes the
research design. Section 7 presents scenario evaluation results. Section 8 draws policy
implications for IFCs. Section 9 addresses limitations. Section 10 concludes.

2 Why Agentic Finance Creates a Supervisory Blind Spot
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2.1 From Models to Agents: The Architecture Shift

For much of the first wave of AI adoption in finance, AI systems were deployed as models:
components that received a defined input, produced a defined output (a prediction,
a classification, a score), and returned control to a human or a traditional software
system. A fraud scoring model assessed a transaction and returned a probability. A credit
model assessed an applicant and returned a rating. The human or deterministic system
downstream made the actual decision.

The architecture of AI deployment in finance is shifting. The emerging paradigm is the
agent: an AI system that operates through an iterative loop of perception, reasoning, and
action. An agent receives observations — market data, transaction records, regulatory
filings, customer communications — and uses them to reason over a decision problem.
It may invoke external tools: querying databases, calling APIs, placing orders, updating
records, or dispatching notifications. It acts on the results, observes the consequences, and
iterates. This loop may occur across multiple steps before a human is involved, if at all
(Liu et al., 2025).

In finance, this architecture is already operational. A 2025 IOSCO survey of 184 market
participants found that 41% have AI use cases in active production environments, with
regulators observing AI deployment in algorithmic trading (63.3% of responding supervisory
authorities), fraud detection and surveillance (53.3%), and robo-advisory functions (60%)
(IOSCO, 2025). Execution agents route orders across venues based on real-time market
microstructure signals. Compliance agents screen transactions against sanctions databases
and regulatory rule sets. Fraud detection agents clear or block payment flows based on
behavioral pattern matching. Market surveillance agents monitor trading activity for
anomalies and generate alerts or, in some implementations, initiate escalation actions
directly.

What distinguishes agentic AI from its predecessors is not only the degree of autonomy
but the structural opacity of its decision chain. A traditional model produces one
output from one input. An agent may produce dozens of intermediate steps, invoke
multiple external tools, update its state based on tool outputs, and execute actions whose
relationship to the original input is difficult to reconstruct. For supervisors accustomed
to reviewing trade blotters, credit committee minutes, or model validation reports, the
agentic decision chain is a new and largely uncharted object.

2.2 Three Structural Blind Spots

The supervisory challenge created by agentic finance can be decomposed into three
structural blind spots.

Blind Spot 1 — Event Visibility Gap. When a financial AI agent executes a decision
— clears a payment, routes an order, flags a compliance exception, adjusts a liquidity
position — supervisors may have no reliable mechanism to reconstruct what the agent
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perceived, what reasoning it applied, which model version was running, which tools it
invoked, or what confidence it had in its output. In the absence of standardized event
trace logging, post-incident forensics rely on ad hoc data collection from institutions that
may have inconsistent logging practices, incomplete records, or commercial incentives to
limit disclosure.

Blind Spot 2 — Cross-border Coordination Gap. Agentic financial activity routinely
crosses jurisdictional lines. A Singapore-based institution may deploy an agent built on a
US foundation model, running on European cloud infrastructure, executing trades on a
London exchange, clearing through a Hong Kong clearing house. Each component of this
chain is subject to a different regulatory jurisdiction, but no supervisory authority has a
complete view of the full chain. When an incident occurs, forensic reconstruction requires
coordinated data requests across multiple jurisdictions — a process that, in the absence of
pre-agreed protocols and standardized trace formats, may take weeks or months.

Blind Spot 3 — Intervention Gap. Even where supervisors can observe AI-driven
activity and identify a concern, there is no widely standardized mechanism for escalation,
throttling, override, or emergency shutdown that spans institutions and jurisdictions.
National regulators may have powers over individual firms within their jurisdiction, but
cross-border interventions — for example, notifying all IFC-A and IFC-B institutions that
a shared model provider has produced a common failure — require ad hoc coordination.
In high-speed financial markets, the gap between detection and cross-border coordinated
intervention may be measured in hours or days that the market cannot absorb.
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Figure 1: Agentic Finance Risk Pathway: From Input to Supervisory Observation.
Under low observability, supervisors observe only the final market or institutional
impact. Under high observability (CSOL), each step generates a structured MSTS
event record accessible to supervisors at the appropriate tier.

2.3 Why IFCs Face Heightened Exposure

These blind spots are a general challenge for financial regulation, but they are particularly
acute in international financial centers for three reasons.

First, IFCs are infrastructure concentrators. The exchanges, clearing houses, payment
networks, and prime brokerage operations that sit within major IFCs are disproportionately
connected to financial institutions globally. A supervisory blind spot in a major IFC is
therefore not a local concern; it is a potential source of cross-border spillover.

Second, IFCs host high concentrations of AI-intensive financial activity. The firms
operating in major IFCs — investment banks, asset managers, high-frequency trading
firms, global payment networks — are among the heaviest adopters of algorithmic and
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AI-driven financial decision-making. External surveys indicate that 85% of asset managers
now actively use AI in some form (Coalition Greenwich, cited in IOSCO, 2025), and 90%
of investment managers either use or plan to use AI in their investment research process
(Mercer, cited in IOSCO, 2025). The density of agentic AI deployment within major IFCs
means that common-mode failures, correlated behavior, or shared model drift can affect a
large volume of systemically important financial activity simultaneously.

Third, IFCs concentrate shared infrastructure dependencies. Firms within a given
IFC frequently rely on the same foundation model providers, cloud vendors, and market
data services. A Bank of England and FCA survey found that 40% of machine learning
models deployed in capital markets use external vendor tools or cloud services (cited in
IOSCO, 2025). At the cloud infrastructure layer, three providers — AWS, Azure, and
Google Cloud — account for approximately 67% of global cloud infrastructure market
share (Synergy Research Group, Q2 2025). This concentration of common dependencies
means that a failure in a single provider — a silent model update, a cloud outage, a
corrupted data feed — can affect multiple institutions within the same IFC simultaneously,
creating the kind of correlated AI behavior that the Bank of England’s FPC has identified
as a macroprudential concern (Bank of England, 2025).

3 Literature and Policy Review

3.1 Agentic Finance and Systemic Implications

The most directly relevant academic treatment of agentic AI in finance is provided by Liu et
al. (2025), whose analysis of AI agent architecture, applications, and systemic implications
in financial markets constitutes the foundational research anchor for this paper. That work
identifies the emergence of agentic architectures in finance, characterizes their systemic
risk profile along three dimensions — infrastructure concentration, execution coupling,
and supervisory observability — and argues that stronger supervisory observability is
stabilizing.

Critically, Liu et al. (2025) argue that supervisory observability is not merely a compliance
requirement but a systemic stabilizer: the capacity of supervisors to monitor, reconstruct,
and intervene in AI-driven activity reduces the probability that localized failures propagate
into systemic events. The paper does not, however, provide an operational specification
of what supervisory observability should contain, how it should be structured across
jurisdictions, or what IFCs’ role should be. This paper occupies that space.

The broader literature on AI in finance is large but largely focused on model-level analysis
— explainability, bias, performance — rather than on the supervisory infrastructure for
agentic systems. The transition from model-level to system-level supervisory thinking is a
relatively recent development, catalyzed by the emergence of large language model-based
agents and the practical deployment of tool-using AI in financial workflows.
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3.2 AI Monitoring Gaps in Financial Supervision

Three major policy body reports constitute the primary policy evidence base for this
paper.

The FSB’s 2025 report on monitoring adoption of AI and related vulnera-
bilities in the financial sector is the most directly relevant. It is the first major
cross-jurisdictional FSB report specifically addressing AI adoption monitoring in finance.
The report explicitly states that “authorities face monitoring and data gaps in AI adoption”
and that existing supervisory tools were not designed for AI-embedded decision chains.
It calls for “more robust monitoring approaches” and identifies third-party concentration,
opacity, and cross-border monitoring fragmentation as priority concerns. It does not,
however, specify what those robust monitoring approaches should contain.

The Bank of England’s Financial Policy Committee analysis of AI in the
financial system (April 2025) provides the macroprudential framing. The FPC identifies
correlated AI behavior across firms sharing similar model architectures or training data as
a potential amplifier of systemic shocks. It highlights the common-dependency problem:
firms increasingly relying on the same AI service providers creates a form of concentration
risk that is not visible in traditional balance-sheet analysis. The FPC notes that supervision
designed for human decision-makers may be inadequate for AI-driven workflows but does
not propose a technical solution.

IOSCO’s 2025 report on AI in capital markets adds the capital markets perspective.
IOSCO identifies concentration risk (dependence on a small number of AI and data
vendors), accountability gaps (difficulty attributing AI-caused incidents across providers,
deployers, and users), and audit trail inadequacy as the primary AI-related supervisory
challenges in capital markets. It calls for enhanced due diligence on AI vendors and
governance frameworks for AI in trading and surveillance but does not specify a cross-
border observability standard.

Table 1 (see Section 7) provides a structured comparison of these sources across stated
risks, stated controls, stated monitoring gaps, and CSOL implications.

3.3 Existing Regulatory Frameworks and Their Limits

Three recent regulatory initiatives represent the current frontier of AI governance in finance.
Each makes meaningful progress but leaves the cross-border supervisory observability gap
unaddressed.

EU AI Act (Regulation EU 2024/1689). The EU AI Act is the most far-reaching
binding AI regulation to date. It entered into force in August 2024, with most obligations
applicable from August 2, 2026. In financial services, the Act designates AI systems used
for credit scoring and insurance pricing as high-risk under Annex III, requiring providers
to maintain automatic event logs, comprehensive technical documentation, and human
oversight mechanisms. Deployers must retain logs for at least six months.
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Three limitations are significant from a cross-border observability perspective. First,
the Act’s high-risk designation does not extend to execution agents, market surveillance
agents, or compliance screening agents — precisely the agentic AI use cases most prevalent
in capital markets. Second, the six-month retention requirement is shorter than what
complex cross-border forensic investigations typically require. Third, the Act’s cross-border
provisions apply extraterritorially within the EU (covering non-EU providers whose outputs
are used in the EU) but do not establish a protocol for coordination between EU and
non-EU financial supervisors.

MAS Guidelines on AI Risk Management (AIRG, November 2025 consulta-
tion). The Monetary Authority of Singapore’s proposed AIRG guidelines are the most
comprehensive FI-specific AI governance standard to emerge in 2025. The Guidelines
apply to all Singapore financial institutions and require a comprehensive AI inventory with
risk materiality assessments across three dimensions (impact, complexity, and reliance),
lifecycle controls covering data management, fairness, transparency and explainability,
human oversight, and third-party AI management. Board and senior management are
accountable for AI governance.

The AIRG represents a significant advance in national-level AI governance for finance. Its
limitations, however, are the same as those of all enterprise-level frameworks: the AIRG
specifies how institutions should govern their own AI systems internally. It does not specify
what supervisors can observe, what event trace format institutions should produce for
regulatory review, or how cross-border AI incidents should be coordinated. A consultation
period closed in January 2026; implementation is expected within 12 months of guideline
issuance.

IMDA Model AI Governance Framework for Agentic AI (2026). The most
technically sophisticated framework for agentic AI governance, IMDA’s framework covers
agent identity and registration, lifecycle management, multi-agent orchestration, tool-use
governance, safe operationalization, and traceability. It is a significant advance over earlier
AI governance frameworks that addressed only model-level concerns.

However, IMDA’s framework is primarily an enterprise governance standard across
all industries, not a cross-border supervisory architecture for financial markets. It does
not specify what supervisors should observe, how supervisory access to agent event data
should be structured, or how cross-border incidents should be coordinated.

A structured comparison of all five frameworks across fifteen observability dimensions
is provided in the supplementary regulatory comparison document. The key finding is
consistent: no existing framework provides a minimum supervisory event trace format,
a cross-border coordination protocol between IFCs, or a machine-readable schema for
financial AI agent events (Table D in supplementary material). CSOL is designed to
complement — not replace — these frameworks, adding the cross-border supervisory
observability layer that each framework implicitly requires but does not provide.
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3.4 The IFC Governance Literature and Precedents

The literature on IFCs as governance actors is less developed than the financial stability
literature, but several points are relevant. IFCs have historically served as coordination
platforms in areas where cross-border harmonization is commercially beneficial and po-
litically achievable ahead of formal international legislation. Anti-money laundering and
counter-terrorism financing (AML/CFT) standards, market abuse surveillance frameworks,
and derivatives reporting requirements all benefited from early IFC-level coordination that
preceded or complemented formal regulatory mandates.

The WAIFC itself frames its member IFCs as platforms for “innovation, cross-sector
collaboration, trust, and long-term economic stewardship” — a self-description that is
consistent with the coordination role proposed in this paper (WAIFC, 2026). The paper
does not claim that IFCs have formal authority to mandate supervisory observability across
all relevant jurisdictions; it argues that IFCs are a plausible and underutilized coordination
layer that can advance cross-border standards in ways that individual national regulators
cannot.

4 Problem Definition

4.1 Observability Gap

The observability gap is the inability of supervisors to reconstruct, in a timely and reliable
manner, what a financial AI agent perceived, decided, and executed in the course of its
operations. This gap has three components:

• Temporal: supervisory access to agent event data may occur hours, days, or weeks
after an incident, by which point market conditions have changed and intervention is no
longer feasible

• Structural: agent decision chains are often not logged in a structured, machine-readable
format that enables cross-firm or cross-jurisdictional comparison

• Institutional: even where logs exist, supervisors may lack the formal access mechanisms
or standardized data schemas to use them effectively

The observability gap matters not as a technicality but because it directly affects the three
core functions of financial supervision: detection (identifying problems as they occur),
accountability (attributing responsibility for AI-caused harm), and prevention (using
post-incident forensics to prevent recurrence).

4.2 Cross-border Coordination Gap

The cross-border coordination gap is the mismatch between the geographic scope of
AI-driven financial activity and the jurisdictional boundaries of financial supervision. A
financial AI agent may operate across multiple jurisdictions simultaneously — deploying
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in IFC-A, using a model provider based in country B, accessing data from vendor C,
executing on exchanges in IFCs D and E. When an incident occurs, supervisors in each
jurisdiction see only a fragment of the full decision chain.

This gap is not new; cross-border supervision has been a persistent challenge in financial
regulation. What is new is the speed and opacity of AI-driven activity, which compresses
the window for detection and intervention and makes post-incident reconstruction across
fragmented jurisdictional data holdings substantially more difficult.

4.3 Intervention Gap

The intervention gap is the absence of a standardized, cross-border mechanism for su-
pervisory intervention in AI-driven financial activity. National regulators have varying
powers over institutions within their jurisdiction, but no cross-border standard specifies
how supervisors should escalate, throttle, override, or shut down AI agents whose behavior
poses a cross-border risk.

The intervention gap is closely related to the observability gap: supervisors cannot intervene
effectively in what they cannot observe. But it is analytically distinct. Even with full
observability, a supervisor who lacks a standardized intervention mechanism — and lacks
confidence that counterpart supervisors in other jurisdictions will coordinate — may be
unable to respond effectively to a cross-border AI incident.

4.4 Research Problem

The central research problem this paper addresses is:

What minimum observability architecture should IFCs adopt for agentic financial
activity so that supervisory detection, reconstruction, and intervention remain possible,
interoperable, and proportionate across borders?

This problem is addressed through a policy-design approach: constructing a concrete
framework (CSOL + MSTS) that is grounded in the identified policy gaps, evaluated
through stylized scenarios, and designed for practical adoption by IFCs.

5 Conceptual Framework

5.1 Cross-border Supervisory Observability Layer (CSOL)

The Cross-border Supervisory Observability Layer (CSOL) is a proposed gover-
nance and technical standard that specifies the minimum information, event structure,
control points, and access pathways required for supervisors to monitor, reconstruct, and
intervene in agentic financial activity across institutions and jurisdictions.

CSOL is not a product or platform. It is a standard architecture — a set of interoperable
requirements that IFCs and regulators can adopt, adapt, and coordinate around. It is
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technology-neutral: it specifies what to log and how to share it, not what technology to
use. It is proportionate: requirements scale with autonomy level and use case criticality.
And it is cross-border by design: field definitions, access tiers, and coordination protocols
are designed for multi-jurisdiction use from the outset.

CSOL comprises five components (Figure 2):

Component 1 — Agent Registry Layer. Each material financial AI agent is registered
with the deploying institution and reported to the relevant supervisor. The registry
captures: agent identity, owner institution, business function, autonomy class, model
and provider metadata, tool permissions, deployment domain, jurisdiction tags, and kill-
switch/override ownership. The agent registry is the foundational accountability layer of
CSOL: it enables supervisors to know what agents are operating, in what functions, at
what autonomy levels, and with what dependencies.

Component 2 — Event Trace Layer. Every material agent action generates a
structured event record compliant with the Minimum Supervisory Trace Schema (MSTS).
Records capture the identity of the agent, the nature of the trigger, the action recommended
and executed, the human review status, infrastructure dependencies used, risk flags raised,
and override status. Records are tamper-evident, timestamped in UTC, and assigned a
retention class and supervisory access tier at creation.

Component 3 — Dependency Disclosure Layer. Institutions disclose, at minimum
annually and upon material change, the foundation model providers, cloud infrastructure
providers, critical data vendors, orchestration and tooling dependencies, and execution
venue linkages associated with their material AI agents. At the IFC level, aggregated
dependency disclosures produce concentration maps that make visible the common-mode
infrastructure risks that no single firm or national regulator can see alone.

Component 4 — Supervisory Access Layer. Supervisory access to agent registry
and event trace data is structured in five tiers:

• T0 — Public disclosure: aggregate agent deployment statistics and high-level use case
disclosure

• T1 — Regulator summary: periodic reporting of summary metrics, risk flag frequencies,
and agent registry data

• T2 — Event reconstruction: formal supervisor access to full MSTS event records for
specified agents and time windows

• T3 — Incident forensic: complete forensic access including decision summaries, tool call
details, and cross-firm linked records for incident investigations

• T4 — Emergency intervention: all T3 access plus authority to trigger standardized
intervention actions

Component 5 — Intervention Layer. A standardized escalation ladder of supervisory
control actions, triggered upon T4 designation: alert, increased logging, human escalation,
tool revocation, rate limit, strategy pause, and emergency shutdown. Standardization of
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these actions enables cross-IFC coordination: when an IFC issues a T4 intervention for a
cross-border agent, counterpart IFCs can recognize and respond to the same intervention
language.

Figure 2: Cross-border Supervisory Observability Layer (CSOL): Five-Component
Architecture. Components 1–3 are institution-side obligations; Components 4–5 are
supervisor-side capabilities. The IFC Coordination band connects supervisory layers
across jurisdictions. MSTS v0.1 (Component 2) specifies 29 mandatory fields in JSON
Schema format.

5.2 Minimum Supervisory Trace Schema (MSTS) v0.1

The Minimum Supervisory Trace Schema (MSTS) is the operational core of CSOL’s
Event Trace Layer. It defines the minimum set of structured fields that a financial AI
agent event record should contain to enable supervisory reconstruction and investigation.

The MSTS is designed around five design principles:

1. Minimality: only fields necessary for supervisory reconstruction, not a comprehensive
application log
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2. Risk-proportionality: required fields scale with autonomy level and use case criticality

3. Interoperability: field definitions are jurisdiction-neutral and designed for cross-border
exchange

4. Machine-readability: JSON Schema format enables automated validation and inte-
gration

5. Forensic completeness: the minimum field set enables post-incident reconstruction
of what the agent perceived, decided, and executed

Table 2 provides the full field reference. Key field groups include:

Core identity fields (required for all events): event identifier, UTC timestamp, jurisdiction,
institution ID, agent ID, agent role, and autonomy level. These fields enable basic
supervisory attribution — knowing which agent, at which institution, in which jurisdiction,
at what autonomy level, took an action.

Action fields (required for all events): trigger type, executed action, human review status,
retention class, and supervisory access tier. These fields capture the minimum necessary
to reconstruct what happened and whether a human was involved.

Infrastructure dependency fields (required at higher autonomy and criticality levels):
model provider, model name, model version, cloud provider, data sources, and tool calls
(with sub-fields for tool name, provider, input class, and output class). These fields are
critical for attributing incidents to specific infrastructure dependencies and for detecting
common-mode failures.

Risk and decision fields (required at higher levels): decision summary, risk flags, confi-
dence metadata, incident linkage, and post-action outcome. These fields support forensic
investigation and risk pattern analysis.

5.3 Autonomy × Criticality Observability Matrix

Observability requirements should be proportionate to the risk profile of the agent and
use case. Imposing full MSTS logging on a low-autonomy, low-criticality advisory tool
is unnecessary and creates compliance burden without supervisory benefit. Conversely,
applying only minimal logging to a high-autonomy agent in a systemically sensitive function
creates the blind spots this paper is designed to address.

The Autonomy × Criticality Observability Matrix (Figure 3) maps minimum
observability requirements across two dimensions:

The Autonomy Taxonomy defines five levels:

• L0: Analysis only — no recommendation or action
• L1: Recommendation only — human must approve all actions
• L2: Bounded execution with mandatory approval — agent executes within narrow

parameters, human approves individual actions
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• L3: Bounded autonomous execution with ex-post review — agent executes within
defined parameters; human reviews batches, not individual actions

• L4: High-autonomy execution under hard constraints — agent executes broadly within
hard limits; minimal real-time human involvement

The Criticality Taxonomy defines four levels:

• C1: Low — limited financial impact, easily reversible, no systemic dimension
• C2: Moderate — material impact on individual institution, limited spillover
• C3: High — significant impact, cross-institution spillover potential, market integrity

relevance
• C4: Systemically sensitive — direct systemic risk, critical market infrastructure, cross-

border exposure

Key observations from the matrix (Table 3):

• Autonomy is the stronger driver of logging requirements. An L4 agent in a C1
function still requires full agent registration and MSTS logging.

• Criticality drives supervisory access requirements. C4 functions require real-time
supervisory feeds and emergency intervention capability regardless of autonomy level.

• The L3×C3 and L4×C4 cells are the highest-priority targets for supervisory
observability investment — these are the cells where common-mode failures, execution
coupling, and cross-border spillovers are most likely.

• Proportionality is preserved: L0 agents in C1 functions require only basic out-
put logging, ensuring the framework does not create unnecessary burden on low-risk
applications.
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Figure 3: Minimum Observability Requirements by Autonomy Level (L0–L4) and
Use Case Criticality (C1–C4). Cell color indicates observability tier (green = minimal;
red = maximum). The L3×C3 and L4×C4 cells (red border) represent highest-priority
targets for CSOL implementation.

6 Research Design

6.1 Document Analysis

The policy and research evidence base is drawn from six primary sources: the WAIFC
2026 Call for Papers and Handbook; the FSB’s 2025 AI monitoring report; the Bank
of England FPC’s April 2025 Financial Stability in Focus; IOSCO’s 2025 AI in capital
markets report; IMDA’s 2026 Model AI Governance Framework for Agentic AI; and Liu
et al. (2025) on AI agents in financial markets.

For each source, a structured extraction was performed across five dimensions: stated risk,
stated control mechanism, stated monitoring gap, cross-border dimension, and implications
for CSOL design. The extraction results are compiled in the source matrix (Table 1) and
the gap analysis, which form the evidentiary foundation for the CSOL framework.

6.2 Framework Construction

The CSOL framework and MSTS schema were constructed using a design science
approach (Hevner et al., 2004): designing a concrete artifact that addresses an identified
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problem, evaluating it against stated requirements, and iterating the design based on
evaluation results. The CSOL architecture is justified by the policy gaps identified in the
document analysis. The MSTS fields are derived from the intersection of: supervisory
reconstruction needs (what do supervisors need to know to investigate an incident?),
existing enterprise governance frameworks (IMDA, internal audit standards), and the risk
categories identified in the policy sources.

6.3 Scenario-Based Evaluation

The framework is evaluated through four stylized scenarios, each grounded in a risk
category identified in the policy literature. All scenarios are synthetic and labeled as such.
They do not represent real incidents, institutions, or data.

Each scenario is evaluated under three observability regimes:

• Low observability: no standardized agent logging, no agent registry, no dependency
disclosure, supervisors rely on ad hoc institution reports (corresponding to the current
state for most jurisdictions)

• Medium observability: CSOL Phase I + II partially implemented — agent registry,
MSTS core fields for high-risk agents, T1 quarterly reporting, T2 access without cross-
border protocol

• High observability: full CSOL Phases I–III — complete MSTS logging, agent registry,
dependency disclosure, cross-border coordination protocol, real-time risk flag monitoring

Scenarios are evaluated on six metrics: time-to-detection, time-to-reconstruction, time-to-
intervention, reconstruction completeness, cross-border coordination quality, and number
of institutions uncontained.

6.4 Limitations

This paper does not claim empirical validation. The scenario timings are stylized estimates
based on the logic of each observability regime, not observed data. The MSTS field
completeness depends on model interpretability capabilities that vary across providers;
in particular, the decision_summary field requires models to generate structured natural
language explanations, which not all production systems support. The CSOL coordination
protocols assume bilateral or multilateral IFC agreements that do not yet exist. These
limitations are discussed further in Section 9.

7 Results

7.1 Comparative Policy Matrix

Table 1 presents the structured comparison of the six primary sources. The key finding is
convergence on risk identification and divergence on control specification.
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All five policy sources (FSB, BoE, IOSCO, IMDA, and WAIFC by implication) identify
AI-related monitoring challenges, concentration and common-dependency risks, and the
inadequacy of existing supervisory tools for AI-embedded decision chains. However, none
provides an IFC-level cross-border observability standard:

• The FSB calls for “more robust monitoring approaches” without specifying them

• The BoE FPC identifies macroprudential concerns without proposing a technical solution

• IOSCO calls for “enhanced due diligence” and governance frameworks without defining
audit trail standards

• IMDA provides enterprise governance without a cross-border supervisory architecture

• WAIFC invites papers on agentic AI impact without prescribing a governance design

The convergence of identified risks across five independently conducted policy reviews
strengthens the case that the gap is real and widely recognized. The divergence in control
specifications reflects the institutional positioning of each body: no single body has
the mandate, jurisdiction, or technical capacity to design the cross-border supervisory
observability architecture that the aggregate evidence calls for. This paper proposes that
IFCs are the appropriate coordination layer to fill this role.

7.2 Proposed Observability Standard

The CSOL framework and MSTS schema represent the paper’s primary proposed contri-
bution. The key design trade-offs are as follows.

Proportionality vs. completeness. Full MSTS logging for all AI agents would maximize
supervisory completeness but impose significant infrastructure costs on institutions and
create data volumes that supervisors could not practically analyze. The autonomy ×
criticality matrix resolves this trade-off by targeting full observability at the highest-risk
agent deployments (L3/L4 × C3/C4) and applying proportionate requirements elsewhere.

Standardization vs. flexibility. The MSTS schema specifies minimum fields but does
not prescribe implementation technology or the format of free-text fields. This preserves
institutional flexibility while enabling the standardized data exchange that cross-border
supervision requires.

Supervisory access vs. commercial confidentiality. The tiered access architecture
(T0–T4) separates public disclosure from confidential supervisory access and forensic
investigation. This design allows institutions to maintain commercial confidentiality in
routine operations while enabling supervisors to access granular data when warranted by
evidence of risk.

Innovation vs. accountability. CSOL specifies what agents must record, not what they
must do. It does not constrain agent design, autonomy level, or business model — it requires
that the consequences of agentic decisions be observable. This distinction is important for
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IFC policy positioning: CSOL is a minimum floor for supervisory accountability, not a
constraint on financial innovation.

7.3 Scenario Evaluation Results

The four scenarios — common model drift (S1), tool-chain compromise (S2), cross-border
fraud escalation (S3), and execution coupling (S4) — collectively illustrate the conditions
under which observability matters most and the specific MSTS components that are decisive
in each case. All results are based on synthetic scenario analysis; they are illustrative, not
empirical.

Figure 4 compares detection, reconstruction, and intervention times across the three
observability regimes for all four scenarios. Table 5 provides the full numerical results.

S1 — Common Model Drift. Eight institutions across two IFC jurisdictions use
agents built on the same foundation model. A silent model update causes correlated
recommendation bias for 72 hours. Under low observability, the incident is detected by
a human trader after 72 hours; reconstruction takes 240 hours; intervention takes 336
hours. Under high observability, real-time risk flag monitoring detects the anomaly within
8 hours; the model_version field in MSTS records pinpoints the model update as root
cause; dependency disclosure identifies all affected institutions; cross-border notification
completes within 36 hours. The model_version and dependency disclosure fields are
identified as the critical components: medium observability without these fields provides
only partial improvement.

S2 — Tool-Chain Compromise. A third-party data vendor supplying compliance
agents at 12 institutions returns corrupted sanctions data for 36 hours. Under low
observability, the incident is detected only after an external alert; reconstruction takes 480
hours because no tool call logs exist. Under high observability, anomalous tool_calls
inputs are detected within 2 hours; dependency disclosure immediately identifies all 12
institutions using the affected vendor; cross-border intervention is coordinated across three
IFCs. The tool_calls field is identified as the decisive component: its absence in medium
observability means medium and low observability provide similar real-time benefit.

S3 — Cross-border Fraud Escalation. A calibration error in a cross-border fraud
monitoring agent causes incorrect payment decisions for 12 hours across three jurisdictions.
Under low observability, supervisors in each jurisdiction see only a local fragment, with no
cross-border reconstruction possible within the incident window. Under high observability,
the cross_border risk flag in MSTS triggers cross-IFC notification within one hour;
joint T3 forensic access assembles a complete cross-border picture within six hours. This
scenario illustrates that medium observability without Phase III cross-border
protocols provides limited real-time benefit, even when MSTS logging is in place
within individual jurisdictions.

S4 — Execution Coupling. Fifteen agents across two IFCs react similarly to a
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macroeconomic data release, producing correlated order flow that amplifies a market
downturn within 90 seconds. Under all three regimes, the immediate market event is
detected (circuit breakers trigger), but the cause is not. This pattern is empirically
supported: the 2010 Flash Crash, in which the Dow Jones dropped ∼600 points in five
minutes before partial recovery within 36 minutes, required a joint SEC-CFTC investigation
that took approximately five months to identify root causes (CFTC/SEC, 2010). Under
high observability, root cause analysis completes within 4 hours (vs. 720 hours under low
observability), and T4 alerts prevent a recurrence on the same trading day. This scenario
illustrates that for high-speed market events, observability value lies primarily in
root cause analysis and recurrence prevention, not real-time intervention — a
finding with implications for proportionality in CSOL design.

Figure 4: Scenario Evaluation: Detection, Reconstruction, and Intervention Times
by Observability Regime (Synthetic). Y-axis is log scale. Lower values indicate better
supervisory performance. S4 detection time is near-identical across all regimes (≈0.025
hours / 90 seconds) because circuit breakers detect the market event regardless of
observability; regime differences lie in reconstruction and intervention.

Cross-scenario findings suggest three general propositions, grounded in the structural
relationships formalized by Liu et al. (2025) in the Agentic Financial Market Model
(AFMM).

Formal structure. The AFMM expresses systemic risk as:

R ∝ (Ā× ρ× V̄ )γ

S̄
(1)

where Ā is mean autonomy depth, ρ = ψ(C̄, 1 − H̄, V̄ ) is a coupling-concentration
interaction term, V̄ is provider concentration, S̄ is supervisory observability, and γ = 1.5

22



Supervisory Observability for Agentic Finance WAIFC Young Academic Award 2026

captures non-linear amplification. This relationship has three direct implications for CSOL
design: (i) observability S̄ appears in the denominator — doubling S̄ halves systemic
risk at constant Ā and V̄ ; (ii) the γ = 1.5 exponent means small increases in autonomy
or concentration produce disproportionate risk growth, making the observability floor a
non-linear stabilizer; and (iii) the coupling-concentration interaction ρ means that common
infrastructure dependencies (captured by CSOL’s Dependency Disclosure Layer) amplify
risk beyond what either coupling or concentration alone would predict.

Calibrating to empirical baselines — Ā = 0.50 (IOSCO: 41% production deployment),
C̄ = 0.55 (IOSCO: 63.3% algorithmic trading), V̄ = 0.40 (BoE+FCA vendor dependency
survey), and S̄ = 0.10/0.45/0.90 for low / medium / high observability regimes — the
AFMM simulation produces systemic risk index values of 0.76 (low), 0.17 (medium), and
0.08 (high), representing a 90% reduction from low to high observability. The failed
reconstruction ratio falls from 40–100% under low observability (across coupling values
0.4–0.8) to 1–4% under high observability. These simulation results are consistent with the
scenario-level timing results above and provide a structural account of why observability
gains are non-linear: S̄ enters as a denominator under a super-linear numerator, so gains
at the low end of the observability scale are especially large.

1. Observability substantially compresses supervisory timelines. In all four
scenarios, high observability reduces reconstruction time by 90%–99.4% and time-to-
intervention by 89%–100% vs. low observability. The AFMM structural relationship
explains why: at current empirical baselines (Ā = 0.50, V̄ = 0.40), the numerator
(Ā×ρ× V̄ )1.5 is large enough that even modest increases in S̄ produce large proportional
risk reductions. This non-linearity is the quantitative basis for the paper’s central claim
that the gap between low and high observability is not marginal but structural.

2. Field completeness and Phase III coordination are necessary, not optional.
Medium observability without the scenario-specific critical fields (model_version in S1,
tool_calls in S2, cross-border protocol in S3, dependency disclosure in S4) provides
only partial benefit — often substantially less than the step from medium to high. In
AFMM terms, incomplete MSTS logging suppresses S̄ below the medium-regime ceiling
even when nominal CSOL Phase I/II infrastructure is in place: missing fields create
local observability voids that prevent the denominator from reaching its theoretical
value.

3. No observability regime prevents the initial event. CSOL does not claim
to eliminate AI-related financial incidents. Its value is in compressing detection,
reconstruction, and intervention timelines and enabling the cross-border coordination
that complex AI-driven incidents require. In AFMM terms, CSOL operates through S̄;
it does not reduce Ā, C̄, or V̄ directly. The implication for IFC policy is that CSOL
is a complement to — not a substitute for — limits on autonomy, concentration, and
coupling in systemically sensitive functions.
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8 Policy Implications for International Financial Centers

8.1 The Case for IFC Action

The scenario analysis suggests that the gap between low and high observability is large
and consequential. Yet for individual financial institutions, the incentive to invest in com-
prehensive event logging and supervisory disclosure is limited: the benefits of observability
— faster supervisory reconstruction, cross-border coordination, systemic risk containment —
are largely external to the firm bearing the cost.

This is a classic case for regulatory coordination. IFCs are well-positioned to require
minimum observability standards as a condition of market access, providing the external
enforcement mechanism that makes individual firm investment rational. For IFCs, the
case for action rests on three arguments.

Supervisory credibility. IFCs that cannot observe, reconstruct, or intervene in AI-driven
financial activity within their jurisdiction are exposed to the risk of high-profile incidents
that damage their reputation as well-regulated markets. Proactive CSOL adoption positions
IFCs as governance leaders in the global competition for financial sector trust.

Systemic risk reduction. The scenario analysis suggests that cross-IFC coordination
under high observability significantly reduces the number of institutions affected by cross-
border AI incidents. For IFCs that serve as global market infrastructure hubs, systemic
risk reduction is both a public good and a competitive advantage.

First-mover advantages. IFCs that adopt CSOL-compatible standards early will
have a head start in the cross-border mutual recognition agreements that will eventually
characterize the global supervisory landscape for agentic finance. Early adoption shapes
the standard; late adoption inherits it.

Why IFCs and not national regulators or the FSB? This question deserves a
direct answer. National regulators have enforcement authority but lack cross-border
jurisdiction: a Singapore regulator cannot require a London-based institution to produce
MSTS-formatted logs. The FSB has global reach but operates through soft-law principles
and multi-year policy cycles — the FSB’s 2025 AI monitoring report identifies the problem
without prescribing an operational solution, and full FSB standard-setting typically
requires a decade of consensus-building. IFCs occupy a structurally distinct position: they
have market leverage (access to IFC-hosted exchanges, clearing infrastructure, and prime
brokerage relationships is commercially significant), they have cross-firm visibility (as
market infrastructure operators), and they have demonstrated capacity for rapid voluntary
standard-setting in areas such as AML/CFT, derivatives reporting, and market abuse
surveillance. CSOL Phases I and II are designed precisely to be adoptable by a single IFC
under existing authority — no new legislation, no treaty, no FSB mandate required.

The incentive structure for institutional adoption. Individual firms face a collective
action problem: unilateral investment in MSTS-compatible logging is costly and confers
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no competitive advantage if peers are not held to the same standard. IFC adoption of
CSOL resolves this problem by creating a level playing field: MSTS logging becomes a
market access condition rather than a voluntary cost. For firms, the calculus shifts — the
marginal cost of MSTS compliance is low relative to the cost of exclusion from a major
IFC’s market infrastructure. For IFCs, the reputational and competitive return on being
the jurisdiction that proactively governed agentic AI risk — rather than the jurisdiction
where the first major cross-border AI incident occurred — provides a durable incentive to
act ahead of mandatory international standards.

8.2 Minimum Viable Implementation

For IFCs seeking rapid implementation with moderate resources, a minimum viable
CSOL based on Phases I and II can be implemented without new legislative authority or
cross-border agreements:

1. Publish MSTS v0.1 as a recommended standard for member institutions
2. Require agent inventory submission for L3/L4 agents in C3/C4 functions
3. Establish T1 quarterly reporting on agent activity and risk flag frequencies
4. Create T2 access protocol for formal supervisory investigation requests
5. Build an initial concentration map from dependency disclosures

This minimum implementation requires no cross-border agreement. It can be positioned
as voluntary best practice, with regulatory backstop to be established as adoption grows.
The WAIFC framework provides a natural coordination body for aligning Phase I/II
implementations across member IFCs.

8.3 The Cross-border Dividend

The scenario analysis identifies a cross-border dividend from Phase III implementation
that substantially multiplies the value of Phase I/II. S3 in particular illustrates that
medium observability within individual jurisdictions provides limited real-time benefit
in cross-border incidents. The cross-IFC coordination channel — pre-agreed protocols
for joint investigation, common incident classification, and emergency notification — is a
necessary condition for CSOL to function as a cross-border supervisory tool.

WAIFC is the natural body to coordinate cross-IFC observability alignment. A WAIFC
recommendation that member IFCs adopt CSOL-compatible standards and recognize
each other’s MSTS implementations would be a significant step toward cross-border
interoperability. Over time, this alignment could be incorporated into FSB and IOSCO
principles, moving from IFC-led coordination to formal international standard.

8.4 Connection to Broader IFC Strategy

CSOL positions IFCs not merely as capital concentration venues but as responsible AI
governance hubs — jurisdictions that actively manage the systemic risks of the technology
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ecosystems they host. This positioning is consistent with the broader competitive strategies
of IFCs that emphasize rule of law, regulatory quality, and long-term institutional trust
alongside market access and tax efficiency.

The WAIFC’s stated purpose — facilitating cooperation among IFCs, exchanging best
practices, and communicating with the public — is directly served by a cross-IFC super-
visory observability initiative. A CSOL working group within WAIFC could coordinate
the pilot implementations, schema refinements, and bilateral recognition agreements that
constitute the practical roadmap for CSOL adoption.

9 Limitations

This paper has several important limitations that should be stated explicitly.

Synthetic scenarios. The four scenarios are constructed to illustrate the logic of different
observability regimes, not to reproduce real incidents. The timing estimates are stylized
and may not accurately reflect the actual capabilities of financial institutions, regulators, or
cross-border coordination mechanisms. Real incidents may be substantially more complex,
involve more actors, or unfold on different timescales.

MSTS field completeness. Several MSTS fields — particularly decision_summary and
confidence_meta — require AI models to generate structured outputs that many current
production systems do not support. The observability benefits of high-regime scenarios
depend in part on these fields being populated; in practice, many agents may initially be
able to populate only the core required fields.

CSOL is a proposal, not a standard. CSOL has not been adopted, piloted, or
validated by any IFC, regulator, or institution. The adoption barriers — data sovereignty
constraints, legal frameworks for cross-border data sharing, implementation cost, and
competitive concerns — are not fully modeled. The scenarios assume smooth institutional
coordination that may be significantly harder to achieve in practice.

IFC coordination is argued, not proven. The claim that IFCs are the appropriate
coordination layer for cross-border supervisory observability is argued from institutional
analysis, not empirically demonstrated. Alternative coordination approaches — bilateral
regulatory agreements, FSB principles, or IOSCO standards — may be equally or more
effective paths to the same outcome.

Normative framing. This paper proposes a governance architecture and argues for its
adoption. The normative framing — that stronger supervisory observability is desirable,
that IFCs should take a proactive governance role, that CSOL is the appropriate design —
reflects design choices that are not value-neutral. Readers may reasonably weigh these
design choices differently.
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10 Conclusion

Agentic AI is transforming finance from isolated model deployments to interconnected
decision systems that supervisors are not yet equipped to observe, reconstruct, or intervene
in at scale across borders. The evidence from FSB, BoE, IOSCO, IMDA, and recent
academic research converges on this diagnosis but does not provide an operational solution.

This paper proposes CSOL and MSTS as minimum viable responses: a governance
architecture and event trace standard designed for practical adoption by international
financial centers. The framework is proportionate — requirements scale with risk, not
uniformly. It is designed for cross-border interoperability from the outset. And it is
compatible with continued financial innovation — it specifies what agents must record,
not what they must do.

The scenario analysis suggests that strong observability may substantially reduce the
supervisory costs of agentic finance across a range of realistic failure modes, with the
specific MSTS fields for model version, tool calls, and dependency disclosure, alongside
Phase III cross-border coordination protocols, identified as the most critical components.

IFCs are not the only possible coordination layer for cross-border supervisory observability.
But they are a plausible, underutilized, and well-positioned one. WAIFC provides the
coordination infrastructure. Individual IFCs have the institutional capacity and market
leverage to require minimum standards from member firms. And the global financial
stability case for action is compelling.

The immediate next step is not global adoption. It is a pilot: one or more IFCs implementing
Phase I and II, publishing an agent inventory, establishing a concentration map, and
testing T2 access protocols in practice. The evidence generated from that pilot would
refine MSTS, validate the framework design, and provide the empirical foundation that
this paper, by design, cannot provide.

The supervisory infrastructure for agentic finance does not yet exist. It needs to be built.
CSOL is a proposal for where to start.
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